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Abstract
The rapid adoption of large language models and agentic frame-

works has increased the demand for high-quality conversational datasets
for the development and evaluation of dialogue systems. Among these,
task-oriented dialogue systems have emerged as a particularly important
class of conversational systems, assisting users in accomplishing specific
goals through natural language interaction. Despite their growing popular-
ity and practical importance, research and development of task-oriented
dialogue systems for Serbian remain limited due to the scarcity of adequate
language resources and annotated dialogue datasets.

In this paper, we present srWOZ, a task-oriented multi-turn
conversational dataset for Serbian. Its creation is inspired by the existing
Multi3WOZ dataset, a multilingual multi-domain multi-parallel dataset
of culturally adapted task-oriented dialogues. In order to create srWOZ,
we followed the original Multi3WOZ language adaptation methodology.
First, we adapted the underlying ontology to the Serbian cultural and
institutional context, covering seven domains: attractions, hospitals, police
services, hotels, restaurants, taxis, and public transportation, while also
performing slot-value normalization. Second, we adapted outline-based
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dialogue generation component by adapting dialogue schemas and dialogue
writing modules. Finally, we collected dialogues from native Serbian
speakers with a bachelor degree in Serbian language using a bottom-up
outline-based method. This process resulted in an initial dataset compris-
ing 812 dialogues.

By addressing the lack of conversational resources for Serbian, sr-
WOZ contributes to the broader effort of extending dialogue technologies to
low-resource linguistic settings by highlighting the process and the difÏculty
and best practices of such an endeavour.
Keywords: dialogue system, task-oriented conversations, cultural
adaptation
1. Introduction

Conversational assistants have become a common feature of
many software applications and are increasingly used in everyday life.
Voice assistants, customer-support bots as well as assistants powered
by large language models (LLMs) are used for a wide range of tasks,
such as booking appointments, checking schedules, and managing
orders. For applications that require more than a fluent response,
natural language generation alone is not sufÏcient. Task-oriented
dialogue (ToD) systems must maintain information across multiple
turns, identify and keep track of the user’s goals, access relevant
information from external sources, and guide the interaction towards
a specific outcome (Jurafsky and Martin, 2026).

LLMs have demonstrated strong capabilities in natural lan-
guage understanding and generation, but their responses are not al-
ways factually reliable. They may produce fluent statements that
are unsupported or incorrect, commonly referred to as hallucinations
(Sahoo et al., 2024). Task-oriented dialogue systems provide a set-
ting in which this issue can be addressed, at least in part, by main-
taining an explicit dialogue state through the conversations. The
concepts tracked by dialogue states are organised in ontologies and
databases (Heck et al., 2020), allowing dialogue systems to access this
structured domain knowledge during dialogue processing and ensur-
ing that the information used by the system is explicitly represented
and controlled (Young et al., 2013; Vukovic et al., 2026).

Another important limitation concerns the resources used to
train LLMs. These resources are often neither publicly available nor
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fully documented, making it difÏcult to determine which resources
and information have contributed to the training of a given model
(Bommasani et al., 2025). This lack of transparency is particularly
relevant for languages with fewer digital resources, where it may be
difÏcult to establish whether the training data adequately represents
natural language use or has been created or reviewed by native speak-
ers (Yao et al., 2024). Consequently, the linguistic quality and cul-
tural appropriateness of the data underlying a model cannot always
be reliably assessed. Independently developed and well-documented
resources are therefore important for building and evaluating lan-
guage technologies.

The availability of ToD modelling resources remains highly un-
even across languages. Research on task-oriented dialogue has been
strongly shaped by English-language datasets, most notably Multi-
WOZ (Budzianowski et al., 2018) and its subsequent extensions (Zang
et al., 2020). For other languages, multilingual resources have often
been created by translating existing English datasets. Although this
approach provides a relatively efÏcient way of extending dataset cov-
erage, translated dialogues may retain linguistic patterns and conver-
sational conventions of the source language. They may also rely on
entities, places, and services that are unfamiliar or inappropriate in
the target cultural context, potentially limiting their usefulness for
representing language and culture specific dialogue behaviour (Razu-
movskaia et al., 2022).

Serbian illustrates this resource gap. In recent years, efforts
have been made to develop resources for Serbian natural language
processing, including annotated and parallel corpora, morphosyntac-
tic tools, and pretrained language models (Škorić and Janković, 2024;
Marovac et al., 2023; Škorić and Petalinkar, 2025). Nevertheless, to
the best of our knowledge, there is no publicly available dataset specif-
ically designed for task-oriented dialogue in Serbian. Consequently,
Serbian ToD systems currently require either adapting resources de-
veloped for other languages or creating new data. However, simply
translating dialogue data does not guarantee that the resulting re-
source adequately represents the target language and context. Native
speaker involvement is therefore important for controlling the qual-
ity of the data, ensuring that dialogues are natural and linguistically
appropriate for the target language. For task-oriented dialogue in
particular, native speakers can also ensure that entities, places, ser-
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vices, and conversational situations are appropriately adapted to the
target cultural context.

In this work, we present the initial development of srWOZ,
a multi-turn, task-oriented dialogue dataset for Serbian. Instead of
translating an existing dialogue corpus, srWOZ follows the cultur-
ally adapted, outline-based methodology and annotation framework
introduced in Multi3WOZ (Hu et al., 2023). The dataset was devel-
oped by localising the ontology and associated database to Belgrade
while covering seven domains: attractions, hospitals, police services,
hotels, restaurants, taxis, and public transport. Native Serbian speak-
ers then produced utterances based on dialogue outlines that repre-
sent user and system turns. Since these outlines are shared with the
four existing Multi3WOZ languages, srWOZ is structurally parallel
to these resources while retaining Serbian-specific linguistic and cul-
tural characteristics. To the best of our knowledge, it is the first
publicly available Serbian task-oriented dialogue resource developed
directly in the target language with cultural adaptation. The main
contributions of this work are:

(i) a Belgrade-localised ontology and database covering seven
task-oriented dialogue domains;

(ii) the initial development of a Serbian multi-turn dialogue
dataset, with dialogues written and annotated by native speak-
ers with bachelor or master degree of Faculty of Philology,
University of Belgrade.
The remainder of the paper is organised as follows. Sec-

tion 2 reviews related work on task-oriented and multilingual dialogue
datasets. Section 3 describes the construction of srWOZ : the cultural
adaptation of the ontology and database, and outline-based dialogue
generation together with the annotation process, data statistics and
a linguistic analysis of the collected data. Section 4 concludes and
outlines directions for future work.
2. Related Work

MultiWOZ (Budzianowski et al., 2018) has become a cen-
tral benchmark for multi-domain task-oriented dialogue, providing
around 10k Wizard-of-Oz dialogues across seven domains. Several
subsequent versions addressed inconsistencies in dialogue-state and
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utterance annotations, including MultiWOZ 2.1 (Eric et al., 2020),
MultiWOZ 2.2 (Zang et al., 2020), MultiWOZ 2.3 (Han et al., 2021)
and MultiWOZ 2.4 (Ye et al., 2022). The original MultiWOZ dataset
was built using paid crowd workers. This enabled large-scale data
collection, but it did have its toll on quality, which is why this highly
influential dataset has had so many incarnations. This is the reason
why, in this work, in the context of a low-resource language setup,
we focus on native speakers with a degree in Serbian language.

Other influential resources extended the scope of task-oriented
dialogue in different directions: Schema-Guided Dialogue introduced
a broader set of services and schema-based representations (Rastogi
et al., 2020), while CrossWOZ provided a large-scale Chinese multi-
domain dataset (Zhu et al., 2020). These resources support research
on core ToD components such as dialogue state tracking and response
generation, as well as end-to-end dialogue modelling and evaluation.
These resources have also supported the development of dialogue-
system toolkits such as ConvLab-3 (Zhu et al., 2023), as well as re-
search on LLMs as task-oriented dialogue agents (Hudeček and Dusek,
2023).

Developing task-oriented dialogue systems for languages other
than English remains challenging given the limited availability of high-
quality training and evaluation data. Some multilingual resources
address individual Natural Language Understanding (NLU) compo-
nents, such as intent detection and slot labelling, without providing
complete dialogues; examples include MASSIVE (FitzGerald et al.,
2023) and Multi3NLU++ (Moghe et al., 2023). Other datasets ex-
tend full task-oriented dialogue resources to multiple languages, of-
ten through translation or post-editing of English data. Multi2WOZ
(Hung et al., 2022) and GlobalWOZ (Ding et al., 2022) follow this gen-
eral direction. These approaches differ in how translation, localiza-
tion, and human post-editing are incorporated into the data creation
process. BiToD (Lin et al., 2021) takes a different approach by devel-
oping a bilingual English–Chinese dataset with a bilingual knowledge
base rather than deriving target-language dialogues through transla-
tion. While these resources substantially broaden multilingual cover-
age, translation-based approaches can introduce translation artefacts
and provide limited cultural and linguistic adaptation.

An alternative is to separate the underlying dialogue struc-
ture from its language-specific realization. Majewska et al. (2023)
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propose an outline-based approach in which language-agnostic dia-
logue schemata guide native speakers in producing natural target-
language dialogues. Multi3WOZ (Hu et al., 2023) extends this ap-
proach at scale, providing multi-domain, multi-parallel dialogues in
Arabic, English, French, and Turkish. Its data collection process
combines shared dialogue structures with language-specific realiza-
tion and localization to entities and conventions of the target cul-
tures. srWOZ follows this outline-based methodology and applies it
to Serbian.
3. srWOZ

The Serbian version of the MultiWOZ dataset was developed
following a culturally adapted and language-specific data creation
framework inspired by the methodology introduced in Multi3WOZ.
Since direct translation of the original English dialogues can lead to
grammatical inaccuracies, unnatural phrasing, lexical inconsistencies
etc., it was not employed in the dataset creation process. Instead,
the dataset was manually created by the authors of this paper and
student volunteers, all native Serbian speakers, enabling the creation
of more natural, contextually appropriate, and culturally relevant
task-oriented conversations.

The development pipeline for Multi3WOZ consisted of three
main steps: (1) normalization of annotations from MultiWOZ v2.3
with canonical values, (2) cultural adaptation and (3) collecting
linguistically adapted dialogues. Unlike the original Multi3WOZ
construction process, no slot-value normalization was required for
srWOZ, as the dialogue outlines and ontology obtained from
Multi3WOZ already employ normalized canonical slot values.

The remainder of this section is divided into four subsections.
The first discusses cultural adaptation, while the second focuses on
adapting the dialogue dataset creation process. The third presents
the dataset statistics, and the fourth provides comments on the qual-
itative evaluation.
3.1. Domain Data Collection and Adaptation

As with other localized versions of MultiWOZ, each language-
specific version is associated with a specific city, such as Cambridge
in the original MultiWOZ, Dubai for Arabic, Paris for French, and
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Ankara for Turkish in Multi3WOZ. In our case, Belgrade was selected
as the reference city for srWOZ.

The database was modified as part of the localization pro-
cess. The resulting database preserves the same set of domains as
in all MultiWOZ-based versions, including attractions, hospitals, po-
lice services, hotels, restaurants, taxis, and public transportation. In
Multi3WOZ, slot-value localization and redistribution are explicitly
allowed, which in some language versions leads to structural modifi-
cations of the knowledge base (e.g., removal of certain attributes such
as postcodes in the Arabic version). In our case, we observed that the
configuration adopted in the French version is also well-suited to the
Serbian setting, and we therefore retained a similar design without
altering the original slot structure. However, we did change certain
slot values, e.g., Indian to European restaurants, as swapping values
is also allowed as part of the localization process. The database was
populated predominantly through manual processes.

When constructing databases for different languages in
Multi3WOZ, controlled entity replacement using one-to-one entity
mapping was proposed. Entities across databases for different lan-
guages can be mapped to each other only if all categorical slot values
attributed to each entity are identical. Steps for constructing the
Serbian database are shown in Figure 1.

Upon analyzing the required data, the first step to acquiring
useful information was performed programmatically using Python
and publicly available OpenStreetMap1 (OSM) web services. This
step involved obtaining the geographic extent of Belgrade, Serbia,
through the Nominatim geocoding service. The returned bounding
box coordinates were used to define the spatial area of interest for
subsequent queries. After defining the study area, the Overpass
API was used to retrieve OSM objects located within the bound-
aries of Belgrade, using an appropriate key-value pair (e.g. for hotels
‘tourism=hotel‘, for restaurants ‘amenity=restaurant‘). For each re-
trieved object, available attribute information was extracted, includ-
ing the name, address, postal code, district, contact details, website,
cuisine type, price range, and geographic coordinates (latitude and
longitude). As some of the collected information was deemed insufÏ-
cient, additional manual collection was performed.
1 An open-source geographic database that provides detailed information about
points of interest and urban infrastructure.
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Analysis of required entity attributes
(price range, area, parking, etc.)

Finding data using OSM

Identification of Serbian entities
using Google Maps, Booking, TripAdvisor

Manual verification and completion

Insertion into srWOZ database

Placeholder assignment for missing values1111111

Final Serbian database

Figure 1: Workflow for constructing the Serbian database.

Additional information was collected and cross-checked using
publicly available sources such as Google Maps,2 Booking.com,3 Tri-
pAdvisor,4 and other relevant online resources. When specific infor-
mation required by the database schema could not be reliably ob-
tained (e.g., telephone numbers), placeholder values were introduced
in order to preserve the completeness and structural consistency of
the database.

Although the constructed database is grounded in real-world
entities, it should not be interpreted as a fully accurate representation
of the referenced establishments and services. The resource was de-
signed primarily to support dialogue system research and benchmark
development. Consequently, some entries may contain approxima-
tions, simplified representations, placeholder values, or information
that may have changed over time.
2 https://maps.google.com
3 https://www.booking.com
4 https://www.tripadvisor.com

JUDIG – Proceedings, 26–28 October 2026, Belgrade

76



After constructing the database, the ontology was also modi-
fied to reflect the changes. Overall, the adaptation process ensures
that the dialogues remain semantically equivalent to the original in-
teractions while appearing authentic within the target cultural con-
text.
3.2. Outline-Based Dialogue Generation

The creation of the srWoZ dataset followed the outline-based
annotation pipeline for multilingual ToD datasets introduced in Ma-
jewska et al. (2023). The central component of this pipeline is dia-
logue schemata organized around domains that provides intention
descriptions of each dialogue turn and the slots of information it
should contain. Following these instructions, annotators can express
themselves in their native language while adopting the slot values
to the target culture and geographical context. According to the
analysis of participants surveys reported in the original study, task-
oriented dialogues created using this approach, achieved higher nat-
uralness and better reflect cultural specifies than translation-based
datasets, without compromising annotation speed or data quality.

As stated, the Multi3WOZ dataset covers seven different do-
mains: hotels, restaurants, attractions, hospitals, police services, taxi,
and public transportation. These domains are described in terms
of above mentioned ontologies and spread across single-domain and
multi-domain schemata. For example, a dialogue focused on obtain-
ing the address of a particular attraction is considered as a single-
domain dialogue, whereas a dialogue that first addresses the location
of an attraction and subsequently involves arranging transportation
to that location represents a multi-domain dialogue. For the ini-
tial version of the srWoZ dataset we covered three domains - hotels,
restaurants, and attractions - and restricted the annotation to single-
domain dialogue schemata only. This design choice allowed closely
monitoring of the annotation process and the familiarization with the
annotation platform. The precise number of dialogue schemata per
domain is provided in the table below (Table 1).

The annotation process was conducted using a platform origi-
nally developed by the University of Cambridge (Hu et al., 2023). For
the purpose of the srWoZ creation, we adopted the platform’s terms
of use regarding annotator compensation, as all annotators partici-
pated on a voluntary basis. We retained the licensing terms of the
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domain #dialogues
hotels 595
restaurants 1,127
attractions 130

Table 1: Number of dialogues per domain

Figure 2: Number of dialogue annotations per user

original dataset and ensured compliance with the local General Data
Protection Regulation (GDPR) requirements. Additioanlly, we estab-
lish a web-based instance to enable remote access by the annotators
5.

A total of 15 annotators participated in the dataset creation.
All annotators were bachelor or master students at the Faculty of
Philology, University of Belgrade. They were native speakers of Ser-
bian and fluent in English, which was necessary for understanding
the dialogue schemata and their instructions. The statistics on the
number of dialogues created by each annotator is shown below (Fig-
ure 2) as well as the example of a populated dialogue schema (Figure
3).

The annotation period lasted approximately two months,
starting in May 2026. During this period, weekly online sessions were
organized to provide an opportunity to discuss annotation-related
and linguistic challenges encountered during the process. The ob-
servations and discussion outcomes were noted and will be consoli-
dated into annotation guidelines to support the future extension of
the srWoZ dataset and to ensure greater consistency in subsequent
annotation phases.

5 The platform is available at http://147.91.183.138/
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Figure 3: Dialogue annotation following outline-based methodology

3.3. Dataset Statistics
Following the data collection process described in the previous

section, a total of 812 dialogues were collected. Figure 4 presents the
distribution of dialogue lengths measured in terms of the number of
turns. The average dialogue length is 9.07 turns, while the longest
dialogue contains 24 turns. Moreover, more than 70% of the dia-
logues contain at least 10 turns, indicating a relatively high level of
conversational complexity within the dataset.

Overall, the dataset comprises 7,368 turns. The average turn
length, measured in tokens, is 8.14 for user turns and 9.27 for assistant
(wizard) turns. Figure 5 illustrates the corresponding token-length
distributions. As expected, assistant turns tend to be more verbose
than user turns.

As stated above, the domains covered in the initial version
of the srWOZ dataset are restaurants, hotels, and attractions, repre-
sented exclusively through single-domain dialogues. Each domain is
characterized by an ontology that defines the corresponding dialogue
act types and possible dialogue slots. The analysis of the srWoZ
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Figure 4: Dialogue length distribution in terms of number of turns

dataset follows the systematization introduced by (Budzianowski
et al., 2018), which is summarized in Figure 6. For example, the
dialogue acts inform and request appear across all three domains. In
the hotel domain, the dialogue act inform represents a turn express-
ing the intent to search for a hotel, optionally specifying one or more
desired properties through the corresponding slots, while request rep-
resents an assistant turn requesting specific hotel properties. Table
2 presents the distribution of dialogue act types across the three do-
mains included in the current version of the srWoZ dataset.
3.4. Dataset Qualitative Evaluation

To date, we have not conducted a comprehensive qualitative
evaluation of the dataset. However, during the regular weekly on-
line sessions, various linguistic and annotation-related questions that
could affect the quality of the dataset were discussed. These primar-
ily concerned the annotation process itself, translation choices (e.g.,
guesthouse being translated as pansion), and dialogue style (e.g., for-
mal, less formal, or casual language). As all dialogues were annotated
using the Latin script, we also identified some inconsistencies in the
use of diacritics (e.g., veceras instead of večeras) as well as occasional
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Figure 5: Turn length distribution in terms of tokens

Figure 6: Dialogue acts and types per domain covered by Multi3WOZ
ontologies. The upper script indicates which domains it belongs to. *:
universal, 1: restaurant, 2: hotel, 3: attraction, 4: taxi, 5: train, 6:

hospital, 7: police

typographical errors. In addition, during the initial annotation itera-
tions, we observed some partial replacements of addresses and phone
numbers resulting from the automatic ontology mapping. This is-
sue was addressed and the mapping procedure was improved. All
identified issues and observations have been documented and will be
included into the annotation guidelines for the next annotation phase.
Below (Figure 7), you can find an example of a dialogue (the dialogue
scheme SNG1116.json) from the attraction domain.

A comprehensive quality-control procedure will be conducted
upon completion of the annotation phase of the entire dataset to en-
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Dialogue Act Restaurant Hotel Attraction
Inform 5,289 3,662 462
Request 1,573 837 214
Not Found 407 162 15
Recommend 254 180 53
Select 252 201 18
Booking-Inform 368 488 5
Booking-Request 184 260 0
Booking-Not Found 215 245 0
Booking-Book 426 426 0
general-reqmore 902 594 131
general-bye 1,279 621 142
general-thank 1,020 559 138
general-welcome 389 169 41
general-greet 117 109 31

Table 2: Distribution of dialogue act types across the restaurant, hotel,
and attraction domains.

Figure 7: Dialogue SNG1116.json

sure a systematic and consistent evaluation. This evaluation will be
aligned with protocols suggested for other languages and will include
a more thorough assessment of linguistic consistency, annotation qual-
ity, and adherence to the defined ontology and annotation guidelines.
4. Conclusion and Future Work

In this paper, we introduced srWoZ, the first dataset of
task-oriented dialogues in Serbian. Datasets such as srWoZ remain
essential for the systematic evaluation and comparison of dialogue
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models, as well as for the training and fine-tuning of culturally and
linguistically adapted conversational systems. As part of future work,
we plan to extend the dataset by covering the remaining domains,
including hospitals, police stations, and transportation services, and
by annotating longer and more complex multi-domain dialogues. We
also intend to conduct a more comprehensive linguistic analysis of
the dataset to further assess its quality, diversity, and representative-
ness. Finally, we aim to publicly release both the dataset and the
underlying ontologies to support the research community and foster
further advances in Serbian dialogue systems and conversational AI.
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srWOZ: ka modelovanju dĳaloga
usmerenih na zadatak u srpskom jeziku

Sažetak
Nadasve brzo odomaćivanje velikih jezičkih modela i agentskih

okvira otvorilo je potrebu za kreiranjem visokokvalitetnih skupova po-
dataka koji se mogu koristiti za razvoj i evaluacĳu sistema za dĳalog.
Među njima se posebno izdvajaju sistemi za dĳalog usmereni na zadatak
(engl. task-oriented dialogue systems) kao važna klasa konverzacĳskih
sistema koja pomaže korisnicima da ostvare konkretne zadatke i ciljeve kroz
interakcĳe na prirodnom jeziku. Uprkos njihovoj rastućoj popularnosti i
praktičnom značaju, istraživanje i razvoj ovakvih sistema za srpski jezik
i dalje su ograničeni zbog nedostatka odgovarajućih jezičkih resursa i
anotiranih skupova dĳaloških podataka.

U ovom radu predstavljamo srWOZ, skup podataka za srpski jezik
koji sadrži višekružne dĳaloge usmerene na zadatak. Njegovo kreiranje
inspirisano je postojećim skupom podataka Multi3WOZ, višejezičnim,
višedomenskim i višeparalelnim skupom kulturno prilagođenih dĳaloga
orĳentisanih na zadatak. Za potrebe razvoja skupa podataka srWOZ,
pratili smo originalnu metodologĳu jezičke adaptacĳe primenjenu u okviru
projekta Multi3WOZ. Najpre smo prilagodili osnovnu ontologĳu srpskom
kulturnom i institucionalnom kontekstu, obuhvativši sedam domena:
turističke atrakcĳe, bolnice, policĳske službe, hotele, restorane, taksi
prevoz i javni prevoz, uz normalizacĳu vrednosti slotova. Zatim smo
prilagodili komponentu za generisanje dĳaloga zasnovanu na shemama
(engl. outline-based), adaptacĳom odgovarajućih dĳaloških shema i modula
za zapisivanje dĳaloga. Konačno, prikupili smo dĳaloge od strane izvornih
govornika srpskog jezika primenom odozdo-nagore pristupa zasnovanog
na shemama (engl. bottom-up outline-based method). Ovim procesom
formiran je inicĳalni skup podataka sa 817 dĳaloga.

Nadomešćujući problem nedostatka resursa za modelovanje dĳaloga
na srpskom jeziku, srWOZ doprinosi širim naporima jezičke zajednice
usmerenim ka proširenju dĳaloških tehnologĳa na jezička okruženja sa
ograničenim resursima poput srpskog jezičkog okruženja.

Ključne reči: sistemi za dĳalog, dĳalog orĳentisan na zadatak, kul-
turna adaptacĳa
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