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Abstract

Despite the increasing popularity of large language models for ma-
chine translation and their good performance across many language pairs,
there is still considerable room for improvement, particularly for low-resource
languages and translation into these languages. In-context learning ap-
proaches have shown promise in enhancing translation quality in such set-
tings. Providing translations of words from the source text, similar parallel
sentences, and grammatical information has resulted in improvements across
multiple language pairs. In this paper, we explore whether and how different
in-context learning approaches, including parallel sentences and dictionary
entries, can improve translation from English into Macedonian. We examine
different numbers of examples and different degrees of similarity to the
source sentences, phrases, and words to determine which configurations
are most effective. Our results show that the effectiveness of in-context
learning depends strongly on the model, prompt configuration, and type
of additional information provided. Greater example similarity does not
consistently improve translation quality, while dictionary-based prompt-
ing generally yields poorer results, particularly when out-of-domain entries
are used. Although improvements are observed for individual models and
translations, all evaluated LLMs perform below the encoder-decoder NLLB
baseline across all experimental settings.

Keywords: machine translation, large language models, in-context
learning, Macedonian, low-resource languages
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1. Introduction

In recent years, LLMs have become increasingly popular for
machine translation, sometimes exceeding encoder-decoder models in
translation quality, especially for high-resource languages (Zhu et al.,
2024). However, they can still struggle with low-resource languages,
which are sometimes unseen or other times not as well represented in
the training data as higher-resource languages (Pei et al., 2025).

Some approaches to improving low-quality machine translation
have emerged in the form of in-context learning strategies that incorpo-
rate external knowledge into the prompt, aiming to provide additional
information and facilitate more fluent and accurate translation (Pei
et al., 2025). Such external knowledge may include dictionaries, par-
allel examples, grammatical information, or morphological analyses.

In this paper, we apply in-context learning to translation from
English into Macedonian to explore which types of information con-
tribute most to translation quality and under which conditions. We
use two different prompts, which are subsequently expanded with
additional external knowledge. We investigate how the inclusion of
dictionary entries and parallel sentences affects the performance of
multiple LLMs. Specifically, we examine the effects of varying the
number of sentence pairs, the thresholds used for sentence selection,
and the ordering of examples; determine which dictionary entries and
how many of them yield the greatest improvement; and repeat the
experiment using randomly selected sentence pairs as an additional
point of comparison alongside the zero-shot baseline. Both in-domain
and out-of-domain sources are used for the parallel sentences and
dictionary entries.

The remainder of this paper is organised as follows. We first
review related work on in-context learning for machine translation,
followed by a description of the data, models, and evaluation metrics
used in our experiments. We then present the proposed methodology,
followed by the experimental results and their discussion.

2. Related Work

Traditional multilingual translation relies on supervised
Transformer-based architectures (Vaswani et al., 2017) and cross-
lingual representation learning (Conneau et al., 2020; NLLB Team
et al., 2022) to handle low-resource and closely related language pairs.
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More recently, in-context learning with large autoregressive models
has emerged as an alternative paradigm that performs translation via
few-shot prompting without model fine-tuning.

One of the early examples of using in-context learning in various
NLP tasks, including translation, is given in (Brown et al., 2020),
where it’s shown that few-shot performance of LLMs can be improved
by scaling them up.

Vilar et al. (2023) study the effectiveness of different prompt-
ing strategies for improving machine translation quality using only
in-context learning, while Agrawal et al. (2023) focus on example
selection.

Moslem et al. (2023) examine the use of in-context learning
with in-domain parallel sentence examples across multiple language
pairs, encompassing both high- and low-resource languages. Similarly,
Zhang et al. (2024a) demonstrate that parallel examples can improve
translation quality for unsupported or previously unseen languages.

Other approaches focus on dictionary-level prompt enhance-
ment by providing possible translations of phrases in the text to be
translated (Ghazvininejad et al., 2023). This approach also shows im-
provement over the baseline, being effective for low-resource languages
and even in an out-of-domain context.

Some studies have worked on incorporating grammar knowledge
in the prompt to help with in-context learning. This includes the
addition of grammar books (Hus and Anastasopoulos, 2024), as well
as combining the dictionary-based approach with a grammar book
and morphological analysis (Zhang et al., 2024b). Miyagawa (2025)
also uses a lexicon supplemented with lexical and morphological data
to improve translation quality.

Pei et al. (2025) compare these approaches to in-context learn-
ing and examine which of these elements lead to the biggest improve-
ment. However, they focus on translation from a low-resource lan-
guage into English. Our work takes the opposite direction, providing
a more granular examination of the most effective in-context learning
configurations for machine translation, initially for Macedonian and
subsequently for several South Slavic languages.

Our previous research on the machine translation capabilities
from English to Macedonian for multiple commercially available tools
(Kuzmanova and Zdravkova, 2026) showed there’s room for improve-
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ment, and in this paper we examine possible avenues for improvement
on smaller models that can later be applied more broadly.

3. Data and Models

The experiments presented in this paper focus primarily on
Macedonian. One of the datasets used is MULTEXT-East (Erjavec,
2017), which includes George Orwell’s novel 1984 and its translations
into multiple languages, including Macedonian. The dataset contains
more than 6,000 English-Macedonian parallel sentence pairs, of which
670 are used for evaluation and 670 for validation, while the remainder
serve as a source of examples added to the prompts. MULTEXT-
East constitutes the main dataset used to evaluate the approaches
presented in this paper.

We also use an additional dataset from the news domain,
obtained from the MaCoCu project (Banén et al., 2022), to evaluate
the system under more realistic conditions in which the text to be
translated is not available as a source of in-context examples. The
dataset contains almost 500,000 parallel pairs of news headlines, which
were filtered and aligned to construct a dictionary for use in the
experiments. The dictionary construction process is described in
greater detail below. In the present experiments, the dataset is used
exclusively for this purpose.

Experiments were conducted using multiple LLMs, including
models that do not officially support Macedonian. These include
Llama-3.1-8B (Meta Llama, 2024), EuroLLLM-9B (UTTER, 2024),
Qwen2.5-7B (Qwen Team, 2024), and Mistral-Nemo-2407 (12B pa-
rameters) (Mistral AI Team, 2024). The models were chosen for their
relatively small size and free availability. We considered the possibility
of expanding towards larger and even commercial models in our future
experiments, however, that is beyond the scope of this paper.

3.1. Dictionary construction

As no freely available, non-commercial, open-access dictionary
was available for the experiments involving dictionary-based hints
rather than complete sentences, we constructed two dictionaries from
the available datasets.

For the MaCoCu news dataset, we first assessed the quality of
the translations using COMETKiwi, a reference-free quality estimation
metric. Since the dataset consists of news headlines, some parallel
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pairs convey different meanings despite referring to reports on the
same topic. We therefore filtered the dataset, retaining only those
pairs for which COMETKiwi assigned a score greater than 0.8. This
reduced the original dataset from 478,059 to 359,235 sentence pairs.

These sentences were then aligned at the phrase level using
awesome-align (Neuraz, 2022). The model automatically identifies
corresponding units in the source and target sentences and aligns them
to produce a parallel phrase dictionary. To convert these alignments
into plain-text pairs, we construct a graph connecting the indices of
the aligned units in the source and target sentences. This enables
efficient many-to-many mapping and accommodates all types of align-
ments: single word to single word, single word to multi-word phrase,
multi-word phrase to single word, and multi-word phrase to multi-
word phrase. The initial set of parallel dictionary entries contained
5,568,820 pairs, which was reduced to 1,718,490 after duplicates were
removed. Finally, we assessed the quality of the remaining entries
using COMETKiwi and retained only those with a score above 0.75. A
lower threshold than that used at the sentence level was selected based
on empirical observations that some correct phrase-level translations
received scores below 0.8. The resulting dictionary constructed from
the news dataset contains 263,351 phrase pairs.

We used the same approach to construct a dictionary from
the MULTEXT-East dataset. Since this is a manually verified par-
allel dataset, the initial filtering step was not required. We applied
awesome-align to the training split of the original MULTEXT-East
Macedonian dataset and aligned the words and phrases in each sen-
tence as described above. The resulting dictionary contains 8,968
phrase pairs.

4. Methodology

We use two different base prompts, which are then enhanced
with various in-context examples. The two base prompts are a simple
translation request with a completion template, as well as a prompt
following the example provided for the WMT (Conference on Machine
Translation) Shared Translation Task (Kocmi et al., 2025), adapted
to the used languages and domain, and with an added completion
template at the end. The prompts were chosen from a larger pool
based on a zero-shot experiment using the validation set. The final
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two prompts we used for the baseline and further extended in the

experiments are the following:

e Simple completion prompt:

Translate the following sentence from English to Macedonian.

English: {SOURCE SENTENCE}

Macedonian:

e WMT-based hybrid prompt:

You are a professional English-to-Macedonian translator, tasked with
providing translations suitable for use in Macedonia (mk_MK).

Your goal is to accurately convey the meaning and nuances of the
original English text while adhering to Macedonian grammar, vocab-
ulary, and cultural sensitivities. The original English sentence is from

a literary text.

Aim to maintain the original tone and register, retaining the emotional
depth of the story.

Dialogues should sound natural and follow the conventions of the

target language. Produce only the Macedonian translation, without

any additional explanations or commentary.

Please translate the following English sentence into Macedonian

(mk_ MK):

English: {SOURCE SENTENCE}

Macedonian:

The experiments focus on determining the models’ ability to
learn from in-context examples and achieve a higher translation quality
as a result. The examples are added to the prompt before requesting
the final translation of the sentence. We experimented with the
following possible enhancements for in-context learning:

o Randomly selected parallel sentences. These sentences are drawn
from the corpus and added to the prompt, which is then used to
evaluate the entire test set. The same randomly selected examples
are used for all test sentences to avoid variation attributable to
example selection. We vary the number of examples provided to
the model from one to five. The examples are added incrementally,
such that the sentences used in the one-shot setting form a subset
of those used in the subsequent settings, up to the five-shot ex-
periment. The prompts described above are adapted by inserting
the examples before the final question and completion template,
with each example explicitly delimited. The following illustrates
the resulting prompt for the two-shot setting:

Examples:
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English: From her breathing it was evident that she was going off to
sleep again.

Macedonian: Cmopes puTaMOT Ha [UITEHHETO Hellre jACHO fIeKa Taa
ITOBTOPHO TOHE BO COH.

English: It was very heavy in his pocket, but fortunately it did not
make much of a bulge.

Macedonian: Bemre MHOTY T€XKOK BO HETOBHOT 11€0, HO 3a cpeka He
opaBenie rojleMo UCIIyIr4eHue.

e Parallel examples selected using embedding-based similarity. For
each source sentence, we select the K most similar sentences from
the training set using multilingual MPNet embeddings (Song et al.,
2020). The selected examples are ordered from least to most similar,
placing the most similar example closest to the final prompt to
account for the models’ potential recency bias. Unlike the random
selection approach, each source sentence is therefore paired with a
different set of examples. As in the random experiments, we vary
the number of examples from one to five while retaining the same
prompt format. The examples are inserted into the base prompts
before the final completion prompt and separated using the same
delimiter as above. We restrict the candidate examples to source
sentences containing more than five words to reduce the likelihood
that the exact sentence to be translated is provided as an example.

e Parallel examples selected using an embedding-based similarity
threshold. We use the same multilingual embedding model to
compute the cosine similarity between each test sentence and the
potential example sentences. In this setting, we do not consider the
ordering of the examples but include all sentence pairs for which the
cosine similarity between the source test sentence and the source
training sentence exceeds a specified threshold. We evaluate four
similarity thresholds: 0.6, 0.7, 0.8, and 0.9. As above, we use the
filtered training dataset containing only source sentences with more
than five words. If no sentences exceed the specified threshold, no
examples are added and the resulting prompt is equivalent to the
base prompt described above.

e Dictionary entries for words in the sentence being translated. We
use the dictionaries constructed from the MULTEXT-East and
MaCoCu datasets, as described in the previous section. The ex-
periments vary both the source dictionary (MULTEXT-East or
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MaCoCu) and the method used to select candidate dictionary hints.

The prompts are constructed by replacing the parallel sentence

examples used in the previous experiments with the selected dic-

tionary hints, while retaining the final question and completion
prompt. The general format of these prompts is as follows:
{BASE PROMPT}
Use the following dictionary hints:
{English phrase 1}={Macedonian phrase 1}
{English phrase 2}={Macedonian phrase 2}
{FINAL PROMPT}

We compared two search strategies for the dictionary entries to

include - embedding-based versus string-matching based search

strategies.

— For the string-matching strategy, we first extract all n-grams
containing one to three words from the test sentence. We
then search for these n-grams in the dictionary and include the
corresponding entries as dictionary hints only when an exact
match is found.

— The embedding-based strategy uses the same MPNet embed-
dings as those employed for the sentence similarity calculations.
We first extract the n-grams from the test sentence and then
compute their embeddings. We experiment with different inclu-
sion thresholds, using cosine similarity values of 0.6, 0.7, 0.8,
and 0.9. If the cosine similarity between an n-gram from the test
sentence and a phrase from the dictionary exceeds the specified
threshold, the corresponding dictionary entry is included as a
hint for that sentence.

All in-context learning strategies were compared with one an-
other and against two baselines: zero-shot prompting and the encoder-
decoder model NLLB (No Language Left Behind) (Facebook, 2022).
This comparison was used to assess the effectiveness of each strategy
under different parameter settings. We used the same generation
parameters across all experiments to ensure a consistent setup across
the different models. The maximum number of new tokens was set
to 100 and the temperature to 0.2, while the no_repeat_ngram_size
and top_p parameters were set to 3 and 0.9, respectively. We used
the AutoTokenizer associated with each model, with left padding.

We postprocessed the outputs using a simple rule-based ap-
proach, looking for the first output that’s not in English following
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the prompt and that does not contain any additional commentary
or artifacts. However, this approach still let through a considerable
amount of clutter and is subject to improvement in future work.

5. Results and Discussion

In this section, we present the results of the experiments de-
scribed above and discuss possible reasons why, in most cases, the
proposed approaches do not outperform the baseline methods. Al-
though the hybrid prompt generally achieves higher scores than the
simple prompt, all tested LLMs across all experimental settings per-
form below the NLLB baseline. The translation quality is evaluated
using multiple evaluation metrics, including lexical metrics such as
BLEU (Papineni et al., 2002) and chrF (Popovié, 2015) using their
implementation in SacreBLEU (Post, 2018), as well as the learned
metrics BERTscore (Zhang et al., 2020), and COMET (Rei et al.,
2022a), and CometKiwi (Rei et al., 2022b).

5.1. Baseline

The baseline results for the completion prompt are presented
in Table 1, while those for the hybrid prompt are shown in Table 2. In
most cases, the hybrid prompt outperforms the completion prompt for
the same model. A notable exception is Mistral, whose scores decrease
substantially when the hybrid prompt is used. Further inspection
reveals that this decrease is primarily attributable to the large number
of empty responses generated by Mistral with this prompt. Excluding
empty responses and other invalid outputs, such as unrelated text,
explanations, notes and comments, and punctuation-only responses,
has little effect on the baseline scores of most models. In most cases, no
more than 50 responses are excluded, resulting in negligible changes to
the final scores. With the hybrid prompt, however, Mistral produces
more empty than non-empty responses. When these invalid responses
are excluded, its scores increase substantially, reaching a BLEU score
of 20.13, a chrF score of 47.28, and a COMET score of 0.803.

Looking at the outputs, it’s notable that the responses by
EuroLLM and often Qwen are not in Macedonian. These models don’t
officially support the language, and in most cases output responses
in Bulgarian, with Qwen occasionally also returning other Slavic
languages as well as Chinese, which can be noticed by the lower
metric scores, especially for the lexical metrics. Llama, while also
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Table 1: Baseline results for the completion prompt.

Model BLEU chrF | BERTScore | COMET | COMETKiwi
EuroLLM 8.6565 | 28.9125 0.7712 0.6387 0.6417
Llama, 13.3992 | 39.1519 0.7975 0.7327 0.7226
Mistral 14.9326 | 37.9522 0.7799 0.7293 0.7341
NLLB 22.1728 | 50.3946 0.8463 0.7964 0.7785
Qwen 9.3149 | 29.2926 0.7573 0.5534 0.5623

Table 2: Baseline results for the hybrid prompt.

Model BLEU chrF | BERTScore | COMET | COMETKiwi
EuroLLM 9.1908 | 31.3964 0.7954 0.7507 0.7906
Llama 13.7898 | 39.0105 0.7839 0.7158 0.7097
Mistral 9.3539 | 21.0759 0.3726 0.5368 0.5338
NLLB 22.1728 | 50.3946 0.8463 0.7964 0.7785
Qwen 9.3269 | 30.8134 0.7646 0.5779 0.5772

not officially supporting Macedonian, does mostly return Macedonian
translations of the given source sentences, and so does Mistral.

5.2. Random Examples

The experiment using random examples reveals differences
in the behavior depending on the model and prompt used. While
EuroLLM and Qwen improve with the addition of random examples
for the completion prompt, their scores decline or stay flat for the
hybrid prompt. On the other hand, Llama in particular declines
sharply, and Mistral only shows improvement when using a single
example.

Table 3 shows the results for the completion prompt. In order
to improve readability, we present only the results for one, three, and
five examples and only for a selected number of metrics; however, the
rest of the results follow similar trends.

As mentioned previously, scores for EuroLLM and Qwen im-
prove under these conditions, while Mistral stays flat. Llama, on the
other hand, shows a significant decline in all metric scores. Inspecting
the results shows that this is due to an increased number of empty
or invalid responses. These are increased ten times across all five
experiments using random sentences. While a closer analysis of the
translations where both the baseline and the random experiment

532



JUDIG - Proceedings, 26-28 October 2026, Belgrade

Table 3: chrF, COMET, and CometKiwi scores for one, three, and five
random examples for the completion prompt.

model examples chrF | COMET | CometKiwi
EuroLLM 1] 31.8528 0.7066 0.7438
3| 32.0792 0.7007 0.7379
5| 31.8434 0.7027 0.7335
Llama 1] 33.1588 0.6449 0.6377
3| 39.9238 0.7196 0.7051
5 | 38.8531 0.7056 0.6876
Mistral 1 | 44.8487 0.7918 0.7791
3| 45.7523 0.7949 0.7798
5 | 45.2762 0.7923 0.7795
Qwen 1] 30.2313 0.586 0.5829
3 | 30.9666 0.5818 0.5791
5 | 29.8860 0.5724 0.5719

returned a valid output shows small improvements in grammar or
meaning in select sentences, this is also true in the other direction.
The opposite is true for Qwen, where adding the random examples
often stabilizes the responses and the language thereof. While other
Slavic languages are still common, it does get closer to Macedonian
grammar and vocabulary. In the case of EuroLLM, the change in
score comes down to actual changes in the translation and its quality
for most of the test sentences.

However, these improvements disappear for the hybrid prompt.
These results are presented in Table 4, again, only showing the scores
for one, three, and five examples and select metrics. This table also
excludes the Llama scores, since they follow the same trends as the
results for the completion prompt.

An analysis of the translations under this configuration reveals
an increased number of non-relevant responses for EuroLLM, as well
as actual changes in the translations. A notable case here is Mis-
tral, which shows a significant improvement over the baseline for the
hybrid prompt, in large part owed to filling in a significant number
of empty responses. However, there are occasional improvements in
the translation quality as well. This advantage does not hold for a
larger number of examples. As the number of examples increases,
the number of filled-in empty examples drops and sometimes new
empty responses are introduced, which keeps the metric scores flat or
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Table 4: chrF, COMET, and CometKiwi scores for one, three, and five
random examples for the hybrid prompt.

model examples chrF | COMET | CometKiwi
EuroLLM 1| 32.7646 0.6979 0.7311
3| 32377 0.6882 0.7213
5| 32.612 0.6961 0.7287
Mistral 1| 38.1339 0.7241 0.7148
3| 12.1235 0.4475 0.4449
51 15.0146 0.4788 0.4769
Qwen 1] 30.5758 0.5843 0.5833
3 | 30.7558 0.5822 0.5806
5| 31.264 0.5835 0.5841

decreased in comparison with the baseline. Looking at only the clean,
non-empty responses, shows that Mistral does show improvement,
with the hybrid prompt reaching as far as 0.823 for COMET and
50.63 for chrF.

5.3. Similar Examples - K-shot Selection

In this subsection we present the results of the similarity-based
K-shot experiment. We again only present the results for the same
numbers of examples and the same metrics as in the previous sections.
We only present the results for the hybrid prompt, as in this case, the
resuls for both prompts follow the same trends.

The results are shown in Table 5. Surprisingly, they show the
same, and sometimes worse, difference in relation to the baseline when
compared to the randomly-chosen examples. In this case as well,
EuroLLM and Qwen show improvement over the completion baseline,
but fail to improve on the hybrid prompt baseline.

We also examined the relationship between the change in
COMET score relative to the baseline and the average cosine similarity
between the source sentence and the selected examples for the one-,
three-, and five-shot settings. The results are shown in Figure 1. No
strong relationship between translation quality and example similarity
is observed. The slight negative trend may be attributable to the
smaller number of examples available at higher similarity levels, as
the shortest candidate sentences were removed from the training set.
Nevertheless, owing to the style and repetitive nature of the novel,
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Table 5: chrF, COMET, and CometKiwi scores for one, three, and five most
similar examples for the hybrid prompt.

model examples chrF | COMET | CometKiwi
EuroLLM 1] 33.7883 0.7128 0.7432
3| 35.0321 0.6956 0.7192
5 | 34.6251 0.6841 0.7089
Llama 1] 32.9343 0.6499 0.6435
3 | 38.0608 0.6973 0.6839
5| 37.6595 0.6813 0.6703
Mistral 1] 30.037 0.6309 0.6206
3| 21.351 0.5457 0.5369
5 | 17.0467 0.498 0.494
Qwen 1] 32.0882 0.5755 0.5765
3| 32.7297 0.5705 0.567
51 32.052 0.5708 0.5719

some selected examples remain highly similar or even identical to
the source test sentence. Interestingly, such high similarity does not
necessarily result in the corresponding translation being reproduced,
and these translations often exhibit issues similar to those observed
in the baseline outputs.

Figure 1: Relationship between the COMET score difference and average
similarity across one, three, and five example sentences.!

The largest decreases in COMET score at high similarity levels
are observed for Mistral, which frequently produces no response in
cases where the baseline produces a valid output. Llama occasionally
exhibits similar behaviour. However, the largest increases in COMET
score after excluding blank or otherwise invalid responses are dis-
tributed across different levels of example similarity, although they
generally occur at similarities above 0.5. Manual analysis likewise
reveals no clear relationship between the cosine similarity of the ex-
amples and translation quality. This observation should, however, be
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interpreted with caution, as most candidate sentences exhibit mod-
erate similarity to the test sentences, while relatively few are highly
similar.

5.4. Similar Examples - Threshold Selection

Subsequently, we focused on selecting sentences similar to the
source sentence as in-context examples, using a similarity threshold
to determine whether an example should be included. If no sentence
in the training set exceeded the specified threshold, no examples
were added to the prompt. As the similarity threshold increased, the
number of test sentences for which suitable examples were identified
decreased substantially: 523 sentences at a threshold of 0.6, 217 at
0.7, 50 at 0.8, and only 14 at 0.9.

The evaluation results for this experiment are presented in
Table 6. As expected, the results obtained with a similarity threshold
of 0.9 remain largely unchanged compared with the baseline, since
only 14 test sentences received additional examples. The only notable
exception is Mistral, which achieves higher scores, apparently owing to
the smaller number of blank responses produced in this experimental
setting.

However, the results at lower similarity thresholds suggest that
the inclusion of examples is more likely to introduce noise than to
improve translation quality. This effect is particularly evident at the
lowest threshold of 0.6, at which nearly 80% of the test sentences
receive at least one example. At this threshold, scores decrease substan-
tially for most models, with the exception of Mistral, which improves,
and Qwen, whose performance remains largely unchanged. Neverthe-
less, some of the largest sentence-level improvements in COMET score
are also observed at the 0.6 threshold, both when invalid responses are
included and when they are excluded. As in the previous experiments,
the largest decreases are primarily associated with blank or otherwise
invalid responses and with less predictable output formatting, which
increases the likelihood of post-processing errors. Although such
cases occur across all similarity thresholds, they are more frequent at

thresholds of 0.6 and 0.7.
5.5. Dictionary examples

Finally, the last experiment involved trying to insert dictionary
hints instead of full sentences. These experiments were the least
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Table 6: chrF, COMET, and CometKiwi scores for similar examples above
different thresholds for the hybrid prompt.

model threshold chrF | COMET | CometKiwi
EuroLLM 0.6 | 33.0196 0.6946 0.7234
0.7 | 31.8650 0.7288 0.763
0.8 | 31.1883 0.7419 0.7795
0.9 | 30.7656 0.7493 0.7881
Llama 0.6 | 34.1631 0.6381 0.6269
0.7 | 36.0115 0.6715 0.665
0.8 | 37.114 0.6984 0.6948
0.9 | 39.2967 0.718 0.7167
Mistral 0.6 | 25.7477 0.5876 0.5808
0.7 | 33.7045 0.6682 0.6631
0.8 | 34.9579 0.6872 0.6828
0.9 | 34.9184 0.685 0.6801
Qwen 0.6 | 31.8799 0.5767 0.5768
0.7 | 31.3195 0.5722 0.5791
0.8 | 30.846 0.5712 0.5749
0.9 | 30.584 0.5722 0.5766

successful, leading to a decrease in translation quality across the
board.

Table 7 presents the results obtained using the string-based
matching strategy, in which dictionary entries were included only
when an exact match for a word or phrase was found in the corre-
sponding dictionary. We evaluated the two dictionaries separately.
The dictionary constructed from the MULTEXT-East corpus resulted
in either a smaller decrease or little change in translation quality
compared with the baseline. However, this setting does not fully
reflect realistic translation conditions, particularly for literary texts,
as a domain-specific dictionary containing vocabulary from the text
being translated may not be available. In contrast, adding entries
from the dictionary constructed from the MaCoCu news corpus leads
to a marked decrease in translation quality.

This approach is most likely to introduce noise and lead to
nonsensical translations, especially when the news dictionary is used,
even when the dictionary hints are appropriate and accurately trans-
lated. However, using a dictionary also introduces different word
forms, which often leads to a decline in the grammatical proficiency in
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Table 7: chrF, COMET, and CometKiwi scores for dictionary hints for

string-based matching for the hybrid prompt.

model threshold chrF | COMET | CometKiwi
EuroLLM MTE 33.0042 0.7274 0.7649
news 32.189 0.679 0.7138
Llama MTE 39.2196 0.694 0.6912
news 35.5304 0.6258 0.6221
Mistral MTE 17.0394 0.4984 0.4902
news 15.6766 0.4871 0.4828
Qwen MTE 31.5857 0.5667 0.5692
news 28.6973 0.5021 0.4981

the machine translation if the model decides to use the word as-is. The
biggest wins are surprisingly not sentences containing book-specific
words as expected, but improved word choice in shorter sentences.
However, these improvements aren’t enough to offset the decline
caused by the confusion that happens in other cases.

The experiment using an embedding-based strategy to select
words showed an even bigger decline in translation quality, likely
due to introducing even more noise. Table 8 shows these results for
the Multext-East dictionary, only for 0.6 and 0.9 as cosine similarity
thresholds for inclusion of the selected words and phrases. We omit-
ted the results for the news dictionary and the other thresholds for
readability, as they follow the same trends. In both cases, translation
quality decreases compared to the baseline, with little difference in
estimated quality between the different thresholds.

There are rare wins in translation quality here resulting in
improved word choice, but especially for the 0.6 threshold, some
dictionary hints lead to inadequate words being chosen. One such ex-
ample is the word ”snap” being translated as "excmiosuja” (explosion)
in the version including the dictionary hints. There are also many
case of increased noise, nonsensical and ungrammatical translations,
and a larger number of letters outside of the Macedonian alphabet
appearing in the translations, the latter particularly being the case
for Qwen.
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Table 8: chrF, COMET, and CometKiwi scores for dictionary hints for
embedding-based matching for the Multext-East dictionary and the hybrid

prompt.
model threshold chrF | COMET | CometKiwi
EuroLLM 0.6 34.9268 0.6562 0.6703
0.9 35.1305 0.6612 0.6771
Llama 0.6 36.6363 0.6243 0.6215
0.9 36.7682 0.6252 0.6176
Mistral 0.6 21.121 0.5348 0.5266
0.9 21.4067 0.5359 0.5264
Qwen 0.6 31.2155 0.5241 0.5175
0.9 31.2293 0.5218 0.5188

6. Limitations and Future Work

One limitation identified during the experiments concerns the
robustness of the post-processing procedure, which was not always
able to accommodate variations in model output across different
experimental settings. This occasionally resulted in valid responses
being processed incorrectly and consequently affected the evaluation
scores. Future work will therefore focus on developing a more robust
post-processing approach that extends beyond the use of simple rules.

Additionally, owing to time and hardware constraints, we were
unable to evaluate the proposed approaches using larger models, which
may respond differently to the introduced modifications. Future work
will therefore extend the evaluation to larger and potentially more
capable models.

Manual analysis also revealed cases in which higher-quality
translations received relatively low scores, even when evaluated us-
ing established metrics such as COMET. Future work will therefore
complement automatic evaluation with a more systematic and rigor-
ous manual assessment of translation quality, as well as additional
prompting techniques and using LLM as a judge.

7. Conclusion

This study investigated the effectiveness of several in-context
learning strategies for machine translation from English into Macedo-
nian, focusing on relatively small LLMs and a language that is not
officially supported by several of the evaluated models. We examined
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two base prompts and enriched them with randomly selected paral-
lel sentences, similarity-based examples selected using either a fixed
number of examples or similarity thresholds, and dictionary entries
obtained through string- and embedding-based matching. The results
demonstrate that the effectiveness of in-context learning in this setting
is highly dependent on the model, prompt configuration, and type of
external knowledge provided.

Overall, the hybrid prompt generally performed better than
the simple completion prompt, although all evaluated LLMs remained
below the NLLB baseline across the experimental settings. Adding
in-context examples occasionally improved individual translations and,
for some models, helped stabilise the generated language. However,
these improvements were not consistent across models or experimental
configurations. In particular, selecting examples with greater semantic
similarity did not systematically lead to higher translation quality.
At higher similarity thresholds, suitable examples became increas-
ingly scarce, whereas lower thresholds increased coverage but also
tended to introduce more noise. These findings indicate a trade-off
between the relevance and availability of in-context examples rather
than a straightforward relationship between example similarity and
translation quality.

Dictionary-based prompting produced the least favourable
overall results. Entries derived from the in-domain MULTEXT-East
corpus generally caused smaller performance decreases than those
obtained from the out-of-domain MaCoCu news corpus, suggesting
that domain compatibility is important when lexical information
is incorporated into the prompt. Nevertheless, even appropriate
dictionary entries could introduce unsuitable word forms or lexical
choices, resulting in less grammatical or semantically inappropriate
translations. Embedding-based dictionary selection further increased
this problem by introducing additional potentially irrelevant lexical
information.

More broadly, the experiments show that in-context informa-
tion is not inherently beneficial for machine translation with smaller
LLMs, particularly when translating into an unsupported or low-
resource language. Additional context can improve particular trans-
lations, but it can also increase output instability, invalid responses,
formatting inconsistencies, and sensitivity to irrelevant information.
The results therefore suggest that the effectiveness of in-context learn-
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ing depends not only on the amount or similarity of the information
provided, but also on its quality, domain relevance, and the model’s
ability to use it reliably. Future work involving larger models, more
robust post-processing, and systematic human evaluation will help
determine whether these limitations are primarily associated with
model capacity or represent broader challenges for in-context machine
translation into low-resource languages.
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Istrazivanje ucenja u kontekstu za
masinsko prevodenje na makedonski jezik
pomocu velikih jezickih modela

Jana Kuzmanova, Sonja Gievska, Katerina Zdravkova

Sazetak

Uprkos sve vetoj popularnosti velikih jezickih modela u masinskom
prevodenju i njihovim dobrim rezultatima na brojnim jezickim parovima,
i dalje postoji znacajan prostor za poboljSanje, posebno kada je rec¢ o
jezicima sa ogranicenim resursima i prevodenju na te jezike. Pristupi
zasnovani na ucenju u kontekstu pokazali su potencijal za unapredenje
kvaliteta prevoda u takvim uslovima. Ukljucivanje prevoda reci iz izvornog
teksta, slicnih paralelnih recenica i gramatickih informacija dovelo je do
poboljsanja rezultata na vise jezickih parova. U ovom radu istrazujemo da
li i na koji nacin razli¢iti pristupi ucenja u kontekstu, ukljucujuéi paralelne
recenice i recnicke odrednice, mogu poboljsati prevodenje sa engleskog na
makedonski jezik. Ispitali smo razli¢it broj primera i razlicite stepene njihove
sli¢nosti sa izvornim recenicama, frazama i re¢ima kako bismo utvrdili koje
su konfiguracije najefikasnije. Nasi rezultati pokazuju da efikasnost ucenja
u kontekstu u velikoj meri zavisi od modela, konfiguracije upita i vrste
dodatnih informacija. Veéa slicnost primera ne dovodi dosledno do boljeg
kvaliteta prevoda, dok upiti zasnovani na recnickim odrednicama uglavnom
daju slabije rezultate, narocito kada se koriste odrednice iz drugog domena.
Tako su kod pojedina¢nih modela i prevoda zabelezena poboljsanja, svi
testirani veliki jezicki modeli postigli su rezultate ispod NLLB referentnog
sistema u svim eksperimentalnim postavkama.

Kljucne reci: masinski prevod, veliki jezicki modeli, ucenja u kontek-
stu, jezici sa ograni¢enim resursima
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