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Abstract

The ELEXIS-WSD Parallel Sense-Annotated Corpus is a multi-
lingual resource designed to support word sense disambiguation, lexical-
semantic research, and cross-lingual studies by linking corpus occurrences
directly to lexical resources through manual sense annotation. Within the
UniDive COST Action, WG2 (Task 2.2) focused on extending and enrich-
ing this resource, resulting in the release of ELEXIS-WSD 2.0 in April
2026 (éibej et al., 2026). The new version significantly expands the corpus
by introducing eight additional languages: Romanian, Greek, Ukrainian,
Polish, Macedonian, Georgian, Croatian, and Serbian, while further enrich-
ing existing subcorpora for Slovene, Estonian, and Dutch.

The extension process involved multiple annotation layers. Newly
added language subcorpora were compiled through automatic translation
of 2,024 English source sentences followed by manual correction and valida-
tion. The corrected texts were tokenized, lemmatized, morphosyntactically
annotated, and syntactically parsed, with manual corrections performed
where resources permitted. Additional semantic layers include the anno-
tation of multiword expressions according to the PARSEME 2.0 guidelines
and named entities linked to Wikidata. The Serbian team contributed with
named entity annotation and linking, as well as the first sense-annotated
subcorpus through a semi-automatic annotation workflow.

As a result, ELEXIS-WSD 2.0 now comprises approximately 38,000
sentences and 620,000 tokens, representing an increase of about 80% com-
pared to the pre-UniDive version. The corpus is openly available through
the CLARIN.SI repository and provides a valuable infrastructure for mul-
tilingual lexical-semantic research. Future work will focus on completing
remaining annotation layers, harmonizing annotations across languages, ex-
panding sense inventories, and exploring the use of large language models
for automatic sense generation and linking.

Keywords: word sense disambiguation, parallel corpus, semantic an-
notation, named entities, multiword expressions, lexical resources,

ELEXIS-WSD

1. Introduction

Within the COST Action CA21167 — Universality, Diver-
sity and Idiosyncrasy in Language Technology (UniDive) (Savary
et al., 2024), Task 2.2 (Design of a Lexicon-Corpus Interface) of
Working Group 2 focuses on the development and enhancement of
the ELEXIS-WSD Parallel Sense-Annotated Corpus (ELEXIS-WSD).
This multilingual resource consists of parallel subcorpora containing
translations of the same 2,024 sentences in multiple languages. The
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original ELEXIS-WSD corpus was compiled by selecting English sen-
tences and their multilingual counterparts from the WikiMatrix par-
allel corpus (Schwenk et al., 2021), based on criteria such as sentence
length and the presence of polysemous words (Martelli et al., 2021).
Missing translations were subsequently produced manually. In the
UniDive extension, English was retained as the pivot language; how-
ever, due to data gap and quality issues, instead of extracting ad-
ditional sentence pairs from WikiMatrix, new language subcorpora
were generated through machine translation followed by manual revi-
sion. The ELEXIS-WSD corpus comprised manually validated tok-
enization, lemmatization, morphosyntactic annotation, named entity
recognition and linking, multiword expression annotation, and, most
importantly, manually assigned word-sense annotations derived from
lexical resources such as dictionaries and wordnets. By explicitly link-
ing corpus occurrences to lexical entries, FLEXIS-WSD serves as a
bridge between corpora and lexicons, enabling researchers to study
lexical meaning in authentic multilingual contexts.

Resources of this type are particularly valuable for research
in word sense disambiguation, lexical semantics, multilingual natu-
ral language processing, and cross-lingual language comparison. The
availability of parallel sense-annotated data facilitates the investiga-
tion of semantic correspondences and divergences across languages,
supports the evaluation and training of WSD systems, and provides
a reliable benchmark for the development of language technologies.
Furthermore, such resources are becoming increasingly important in
the era of large language models, as they offer high-quality, manually
curated semantic data that can be used for evaluation, fine-tuning,
and the development of semantically informed Al systems.

Prior to the UniDive initiative, the latest release of the corpus
was version 1.1 (Martelli et al., 2023), which included subcorpora for
ten languages: Bulgarian, Danish, Dutch, English, Estonian, Hun-
garian, Italian, Portuguese, Slovene, and Spanish. Within UniDive,
significant efforts were devoted to extending both the linguistic cov-
erage and the annotation depth of the resource.

In this paper, we present the outcomes of Task 2.2, which
culminated in the publication of ELEXIS-WSD version 2.0 in April
2026." The main objectives were twofold: (1) to broaden the multilin-
gual scope of the corpus through the inclusion of additional languages,

L ELEXIS-WSD 2.0 at CLARIN.SI: http://hdl.handle.net/11356/2101
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and (2) to enrich the corpus with new annotation layers, thereby in-
creasing its usefulness for linguistic research, lexicography, digital
humanities, and advanced NLP applications (Cibej et al., 2026).

2. Linguistic Annotation Layers

Task 2.2 brought together 11 language teams working collab-
oratively on the expansion and enrichment of the ELEXIS-WSD cor-
pus. The effort resulted in the addition of eight new language subcor-
pora: Romanian, Greek, Ukrainian, Polish, Macedonian, Georgian,
Croatian, and Serbian, substantially increasing the multilingual cov-
erage of the resource. In parallel, three teams responsible for existing
subcorpora (Slovene, Estonian, and Dutch) focused on introducing
new annotation layers and enhancing previously available linguistic
information.

Given the diversity of participating languages, available re-
sources, and team sizes, the extension process did not proceed uni-
formly across all language groups. Some teams joined the initiative
earlier and were able to dedicate larger numbers of annotators and
experts, while others faced limitations related to human resources,
available language technologies, or lexical resources. Consequently,
the newly added and existing subcorpora reached different stages of
completion by the time version 2.0 was released. While some lan-
guage teams completed the full annotation workflow, others focused
on specific layers and will continue their work in subsequent releases.

To accommodate these differences while maintaining a com-
mon methodological framework, the extension activities were orga-
nized into a series of annotation layers, each representing a distinct
stage of corpus enrichment. These layers include translation valida-
tion, tokenization, lemmatization, morphosyntactic annotation, syn-
tactic parsing, multiword expression annotation, named entity an-
notation and linking, and, where available, sense annotation. The
following subsections describe each stage of the extension process in
detail and summarize the progress achieved across participating lan-
guages.

2.1. Translation

For each newly introduced language, the extension process
began with a set of 2,024 source sentences taken from the English
subcorpus, which serves as the pivot language of the ELEXIS-WSD

10
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corpus. Initial translations were generated automatically using one
of several machine translation systems, including Google Translate,
Gemini, DeepL, and GPT-/o0, depending on language coverage, avail-
ability, and the preferences of individual language teams. The use
of automatic translation significantly accelerated the compilation of
new language subcorpora while ensuring consistency with the original
English source material.

However, because the corpus is intended for high-quality lin-
guistic and semantic annotation, all automatically generated transla-
tions underwent careful manual revision. Annotators systematically
compared each translated sentence with the English original, correct-
ing lexical, grammatical, and stylistic inaccuracies. Particular atten-
tion was devoted to polysemous and ambiguous lexical items, whose
incorrect translation could compromise the semantic alignment be-
tween languages and negatively affect subsequent annotation layers.

The revision process also considered factors relevant to down-
stream linguistic processing. Translators ensured that sentence struc-
tures, token boundaries, multiword expressions, and named entities
were rendered in a way that would facilitate subsequent tokeniza-
tion, lemmatization, morphosyntactic annotation, and sense annota-
tion. All corrections were performed collaboratively in Google Sheets,
which provided a convenient environment for distributed annotation,
version control, quality assurance, and cross-checking among team
members. This combination of machine translation and expert man-
ual validation ensured both efficiency and linguistic reliability in the
creation of the new multilingual subcorpora.

2.2. Tokenization

Following manual revision, the translated texts were auto-
matically tokenized, primarily using UDPipe (Straka et al., 2016;
Straka, 2018), although some language teams employed language-
specific tools where appropriate. The tokenization process relied on
existing Universal Dependencies models, including romanian-rrt-ud-
2.12-230717, polish-pdb-ud-2.15-241121, georgian-glc-ud-2.15-241121,
croatian-set-ud-2.15-241121, and greek-gdt-ud-2.17-251125. Due to
the lack of suitable processing tools, the Macedonian subcorpus was
annotated using Gemini 3.1 Pro through grammar-oriented prompt-
ing. The Serbian subcorpus was tokenized using language-specific
models and procedures described in (Stankovi¢ et al., 2022). At the

11
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time of the ELEXIS-WSD 2.0 release, the Ukrainian subcorpus had
not yet undergone tokenization, so only the translations of the sen-
tences are included. The tokenized version will be included in future
versions of the resource.

The use of automatic tokenization ensured methodological con-
sistency across languages while reducing the amount of manual effort
required for subsequent annotation stages. At the same time, the
flexibility to employ language-specific tools and workflows allowed
individual teams to accommodate the particular linguistic and tech-
nological characteristics of their languages.

The automatically generated tokenizations were subsequently
reviewed and corrected manually using Google Sheets and a modi-
fied CoNLL-U representation. Particular attention was devoted to
the identification and correction of subtokens and multiword forms,
as these are crucial for the later stages of semantic annotation, espe-
cially word-sense assignment. The tokenization strategy was there-
fore aligned with the requirements of the sense annotation layer, en-
suring that each lexical unit could be linked to an appropriate sense
inventory entry.

Manual subtokenization was especially important in cases
where a single orthographic word corresponds to multiple semantic or
grammatical units. For example, certain past-tense verb forms in Pol-
ish contain clitic elements that can be separated during tokenization
and morphosyntactic annotation. The form chciatby ‘would like to’
was subtokenized into chciat ‘like’ and by ‘would’. The first segment
represents the lexical part of the verb, while the second corresponds
to the auxiliary verb marking the conditional. Such subtokenization
enables more precise lemmatization, morphosyntactic analysis, and
lexical-semantic annotation, as individual components can be pro-
cessed and linked to lexical resources independently. This approach
is particularly useful in multilingual corpora and word-sense anno-
tation tasks, where a finer-grained representation of linguistic units
improves consistency across languages.

To ensure annotation quality and structural coherence, the
manually corrected data underwent automatic consistency checks.
These validation procedures ensured that token and subtoken seg-
mentation accurately reflected sentence boundaries and that all an-
notated units were properly aligned with the source text.

12
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2.3. Lemmatization and Morphosyntactic Annotation

Following manual tokenization, the subcorpora underwent au-
tomatic linguistic annotation, including lemmatization, morphosyn-
tactic tagging, and syntactic parsing. Most language teams employed
UDPipe as the primary processing framework, while language-specific
solutions were used where appropriate. For Macedonian, linguistic
annotation was performed using Gemini 3.1 Pro through grammar-
oriented prompting. The Serbian subcorpus was tokenized using
language-specific models and procedures described in (Stankovic
et al., 2020; Stankovié¢ et al., 2022).

The resulting annotations were stored in the CoNLL-U format
and subsequently converted to TSV3, a format compatible with the
INCEpTION annotation platform (Klie et al., 2018). This conversion
enabled collaborative annotation and facilitated the integration of
additional annotation layers within a unified environment.

To support distributed work between participating institu-
tions, dedicated user accounts were created for each language team.
In cases where multiple annotators contributed to the same language
subcorpus, the annotation process was coordinated by a language
leader responsible for task allocation, quality control, and consistency
checking. This collaborative workflow ensured methodological coher-
ence while accommodating the specific requirements and expertise of
individual language teams.

The primary objective of lemmatization and morphosyntactic
annotation was not only to enrich the corpus with standard linguis-
tic information, but also to prepare the data for subsequent lexical-
semantic annotation. Particular attention was therefore paid to the
accurate identification of lexical units and their grammatical prop-
erties, as these constitute essential prerequisites for assigning word
senses from the corresponding sense inventories. By establishing a
reliable layer of morphosyntactic information, the corpus provides a
solid foundation for word-sense annotation, lexical-semantic research,
and cross-lingual comparison.

Figure 1 presents the distribution of major part-of-speech cat-
egories across the language subcorpora included in ELEXIS-WSD
2.0, with focus on content words. Nouns constitute the largest cate-
gory in all languages, followed by verbs and adjectives, reflecting the
lexical-semantic focus of the corpus. Despite typological differences
among the languages, the overall POS distributions are relatively sim-

13
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ilar, indicating a high degree of comparability between the parallel
subcorpora. Minor variations can be observed in the proportions of
adpositions, proper nouns, and other categories, which are largely at-
tributable to language-specific grammatical characteristics and trans-
lation choices. Overall, the results confirm the structural consistency
of the corpus and its suitability for multilingual lexical-semantic and
cross-lingual studies.
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Figure 1: Universal POS tags in ELEXIS 2.0.

2.4. Syntactic Parsing

Syntactic annotations according to the Universal Dependen-
cies system De Marneffe et al. (2021) were not present in FLEXIS-
WSD before UniDive. All subcorpora were parsed automatically, but
due to time and resource constraints, manual corrections were op-
tional within UniDive. Following previously outlined plans Tiberius
et al. (2024), manual corrections in version 2.0 were made for Slovene
and Estonian, whereas Dutch will be completed by the end of Uni-
Dive.

3. Semantic Annotation Layers

3.1. Multiword Expressions

An additional annotation layer focused on the identification
and annotation of multiword expressions (MWEs) following the
PARSEME 2.0 guidelines,? which define 32 categories of MWEs and

2 PARSEME 2.0 Guidelines: https://parsemefr.lis-lab.fr/
parseme-st-guidelines/2.0/
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provide a harmonized framework for multilingual annotation (Savary
et al., 2026). These guidelines were developed within UniDive WG1
Corpus Annotation and have been applied across several corpora par-
ticipating in the project, facilitating interoperability and cross-lingual
comparison of MWE annotations.

Since the final version of the guidelines became available only
in mid-2025, the MWE annotation effort started later than other
annotation activities. Consequently, the level of completion differs
across language teams. At the time of the ELEXIS-WSD 2.0 release,
comprehensive MWE annotations were available for the Slovene and
Serbian subcorpora . Annotation work is currently ongoing for the Es-
tonian, Dutch, Georgian, and Romanian subcorpora and is expected
to be completed by the end of the UniDive project. The inclusion of
MWE annotations enriches the corpus with an additional semantic
layer, supporting research on phraseology, lexical semantics, machine
translation, and multilingual language technologies.

ES5L E5R 721
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N | [] 2o mm —t T
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Figure 2: Serbian and Slovenian MWE annotation by main MWE types

To enhance readability, we have grouped some fine grained
annotation categories:

o adjectival and adverbial MWEs (AMWEs), including adjectival
and adverbial idioms, with separate subcategories for those derived
from VMWEs: AdvID, AMWE,AV.IAV, AV.LVC.cause.

o functional MWEs (FuncMWEs), including multiword determiners,
adpositions, conjunctions, and interjections: AdpID, ConjID, De-
tID, IntjID, PartID, PronID

o light verb constructions (LVCs) with two subcategories: LVC
(LVC.cause, LVC.full)

15
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o deverbal nominal MWE (NV) with subcategories corresponding to
the categories of VMWESs from which the nominal MWE can be
derived: NV.IAV, NV.LVC.full, NV.LVCfull, NV.VID

3.2. Named Entities

Named entities were already annotated in the English sub-
corpus of the pre-UniDive version of FLEXIS-WSD; however, these
annotations were limited to span identification and did not include
semantic categorization or links to external knowledge bases. As a
result, although entity mentions could be localized in the text, the
annotations provided only limited support for semantic analysis and
cross-lingual comparison.

Within UniDive, the Serbian language team substantially ex-
tended this annotation layer by introducing a fine-grained named en-
tity annotation scheme consisting of eight semantic categories (Krstev
et al., 2025). The annotation process resulted in the identifica-
tion of more than 2,350 named entity mentions, covering persons
(PER), locations (LOC), organizations (ORG), events (EVENT),
works (WORK), products (PRODUCT), roles (ROLE), demonyms
(DEMO), and other relevant entity types (OTHER), as shown in
Figure 3. In addition to category assignment, entity mentions were
linked to corresponding Wikidata entries whenever suitable candi-
dates were available. This linking process transformed the corpus
from a purely linguistic resource into a semantically enriched dataset
connected to the Linked Open Data ecosystem.

The introduction of named entity linking provides several im-
portant benefits. First, it enables the normalization of different sur-
face forms referring to the same real-world entity. Second, it fa-
cilitates interoperability with external resources such as Wikidata
and other linked-data repositories. Third, it supports more advanced
semantic analyses, including entity-centric search, knowledge graph
construction, relation extraction, and cross-lingual entity alignment.
The resulting annotations also create opportunities for studying how
the same entities are represented across different languages and trans-
lations.

In future work, the Serbian annotations will serve as the basis
for semi-automatic projection and harmonization of named entities in
the remaining language subcorpora. By combining annotation trans-
fer techniques with manual validation, the project aims to establish a

16
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Figure 3: Named entities in sr-ELEXIS 2.0.

consistent multilingual layer of categorized and linked named entities
across the entire ELEXIS-WSD corpus, further increasing its value
for lexical-semantic research, multilingual NLP, and knowledge-based
language technologies.

3.3. Sense Annotation

Among the newly added subcorpora, only Serbian has reached
the stage of sense annotation. The process involves an innovative
semi-automatic approach (described in more detail by Stankovié
et al., 2026). As this requires the preparation of a sense inventory,?
which has turned out to be too time-consuming for most language
teams involved in WG2, other subcorpora will be annotated in fu-
ture endeavors (more on this in Section 6.).

A crucial prerequisite for sense annotation is the availability
of a machine-readable sense inventory, i.e. a lexical resource (such
as a dictionary or wordnet) containing lexical units, their sense dis-
tinctions, and corresponding definitions. A sense inventory serves
as the reference framework for assigning senses to lexical units in
context. The preparation of such inventories proved to be one of
the most demanding tasks within UniDive WG2. Many participat-
ing languages either lacked suitable open-access lexical resources or
relied on resources that were incomplete, outdated, or not readily
available in a format suitable for corpus annotation. Consequently,
the creation, adaptation, and validation of sense inventories required
substantial linguistic expertise and time investment. More details on
sense inventories in ELEXIS 2.0 are provided in Section 4..

3 A sense inventory is a lexical resource (e.g., dictionary, WordNet) containing
lexemes/lexical units, their sense divisions, and their corresponding definitions.
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Among the newly introduced language subcorpora, Serbian is
currently the only subcorpus that has progressed to the word-sense
annotation stage. This achievement was made possible through the
development of a hybrid semi-automatic annotation workflow that
combines lexical resources, large language models, and expert vali-
dation (Stankovié¢ et al., 2026). The methodology was designed to
reduce the considerable manual effort traditionally associated with
word-sense annotation while maintaining a high level of annotation
quality and consistency.

The Serbian team addressed this challenge by developing a
dedicated sense inventory and a semi-automatic annotation pipeline,
enabling the creation of the first sense-annotated subcorpus among
the newly added languages. The experience gained through this pro-
cess provides valuable methodological insights for future extensions
of ELEXIS-WSD and demonstrates the potential of combining tra-
ditional lexical resources with modern Al-assisted approaches. The
remaining language teams are expected to undertake sense annota-
tion in future project phases, once the necessary lexical resources
and annotation infrastructure become available (see Section 6.).

4. Sense Inventory

A key component of the ELEXIS-WSD framework is the use of
language-specific sense inventories, which provide the semantic foun-
dation for word-sense annotation. In previous versions of the corpus,
sense annotation was performed using the LexTag platform,* where
each content word, namely nouns, verbs, adjectives, and adverbs, was
manually assigned the most appropriate sense from a selected lexical
resource or, when necessary, from BabelNet (Martelli et al., 2023).
This approach established a direct connection between corpus occur-
rences and lexicographic resources, enabling the corpus to function
as a lexicon-corpus interface rather than merely a collection of anno-
tated texts.

The sense inventories employed in ELEXIS-WSD originate
from lexical resources available for individual languages. These in-
ventories differ in size, structure, and lexicographic tradition, rang-
ing from explanatory dictionaries to wordnets and integrated lexi-
cal databases. During the annotation process, annotators were not

4 https://elexis.babelscape.com/
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limited to selecting among existing senses; they could also identify
missing meanings and extend the inventories with new sense descrip-
tions whenever required. Consequently, the annotation process con-
tributed not only to corpus enrichment but also to the improvement
and expansion of the underlying lexical resources.

The multilingual nature of ELEXIS-WSD is reflected in the di-
versity of sense inventories used across languages. The Bulgarian sub-
corpus relies on the Dictionary of Bulgarian, Danish on DanNet, En-
glish on the Open English WordNet, Spanish on Spanish Wiktionary,
Estonian on the EKI Combined Dictionary of FEstonian, Hungarian
on the Fxplanatory Dictionary of the Hungarian Language, Italian
on a combination of PSC and Italian WordNet, Dutch on the Open
Dutch WordNet, Portuguese on the Portuguese Academy Dictionary
(DACL), Slovene on the Digital Dictionary Database of Slovene, and
Serbian on Serbian WordNet.

Figure 4 presents the distribution of lexical units in the sense
inventories across the language subcorpora, grouped by major part-of-
speech categories. Nouns and verbs constitute the largest portions of
the inventories in all languages, reflecting the central role of these cat-
egories in lexical-semantic annotation and word sense disambiguation
tasks. Adjectives represent the third most frequent category, while
adverbs, proper nouns (for some languages), multiword expressions,
and other lexical classes occur in smaller numbers. Considerable vari-
ation can be observed in the overall size of the inventories, with Hun-
garian and Portuguese containing the largest numbers of annotated
lexical units, whereas smaller inventories are available for languages
such as Estonian and Danish. Despite these differences, the overall
distributional patterns remain similar across languages, indicating
a comparable semantic organization of the inventories and facilitat-
ing cross-lingual lexical-semantic analysis within the ELEXIS-WSD
framework.

Figure 5 (left) shows the proportion of multiword expressions
(MWESs) among all lexical units in the sense inventories used for the
ELEXIS-WSD corpus. The results reveal substantial variation across
languages, reflecting differences in inventory design, and the treat-
ment of multiword lexical units. Serbian exhibits the highest propor-
tion of MWEs (17.5%), followed by Slovene (9.1%) and Danish (8.4%),
indicating a strong emphasis on representing phraseological and mul-
tiword lexical phenomena within these resources. In contrast, the cur-
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Figure 4: Sense inventory in ELEXIS 2.0.

rent sense inventories for Hungarian (0.1%), Dutch (0.8%), Spanish
(0.9%), and Italian (1.2%) contain relatively few MWEs. Figure 5
(right) shows that the majority of MWEs consist of two words, al-
though expressions containing up to eight words are also attested in
the inventories.

The observed differences are important for multilingual word-
sense annotation, as MWEs often exhibit idiosyncratic meanings that
cannot be derived compositionally from their constituent words. In-
ventories containing a larger proportion of MWEs provide broader
coverage of phraseological phenomena and may therefore support
more accurate semantic annotation and disambiguation. At the same
time, the variability across languages highlights one of the challenges
in creating harmonized multilingual lexical resources, since the notion
of what constitutes a lexicalized multiword expression is not always
consistent across dictionaries and lexical databases. These findings
further emphasize the importance of dedicated MWE annotation ef-
forts, such as those carried out within UniDive and PARSEME, for
improving the comparability and semantic richness of multilingual
lexical resources.

Beyond their role in annotation, sense inventories constitute a
valuable research resource in their own right. They provide structured
representations of lexical meaning, support the evaluation of word-
sense disambiguation systems, facilitate multilingual lexical-semantic
studies, and offer high-quality semantic knowledge that can be inte-
grated into modern NLP applications, including knowledge graphs,
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Figure 5: Sense inventory in ELEXIS 2.0.

semantic search systems, and large language models. The continued
development and enrichment of these inventories therefore represent
an essential prerequisite for advancing multilingual lexical-semantic
research and language technology.

Figure 6 presents the distribution of polysemy across the sense
inventories used for individual languages in ELEXIS-WSD. In all in-
ventories, the majority of lemmas are associated with only one or two
senses, while the number of lemmas decreases rapidly as the num-
ber of senses increases. This long-tail distribution is characteristic of
lexical resources and reflects the fact that most lexical units have a
limited number of meanings, whereas a relatively small set of highly
frequent and semantically productive words exhibit extensive poly-
semy. Despite differences in inventory size, lexicographic tradition,
and source resources, the overall shape of the distributions is remark-
ably similar across languages, indicating comparable approaches to
sense granularity. Some inventories, such as those for Hungarian and
Portuguese, contain a larger proportion of highly polysemous lemmas,
whereas Serbian, Danish, and Dutch show a steeper decline after the
first few senses. These differences likely reflect characteristics of the
underlying lexical resources rather than inherent linguistic properties.

Table 1 summarizes the length of sense definitions across the
inventories used in ELEXIS-WSD. Considerable variation can be ob-
served between languages, reflecting differences in lexicographic tra-
ditions and resource design. Portuguese, Spanish, and Hungarian
exhibit the longest definitions on average, with mean lengths above
ten words, whereas Slovene definitions are substantially shorter, av-
eraging fewer than three words. This is expected, as the current
Slovene sense inventory consists of sense indicators (short phrases
that only serve to help discriminate between different senses, not

21



JUDIG - Proceedings, 26-28 October 2026, Belgrade

Polysemy distribution per language

BG DA EN
1250
3000

1000

Lemmas
o B
8 8
Lemmas
= N
5] =}
= g 2
u'
Lemmas
-
B g 3 8
o & & 2 B

10 15 10 15 5 10 15

Senses per lemma Senses per lemma Senses per lemma

HU

ES

1250 1250

1000 1000
750 750

500

Lemmas

Lemmas
-
o © &
I :‘
Lemmas
= I
g 2 2
2 B a

10 15 5 10 15 10 15
Senses per lemma Senses per lemma SEenses per lemma

NL L

1500
BOO 4

g 600 1000
g 400

200

E
-] =]

10 15 5 10 15 5 10 15
Senses per lemma Senses per lemma Senses per lemma

sL SR

» 1500

ma

£ 1000

Le

-]
Lemmas
- e w
g & ¢
=] =1 5 a

500

5 10 15 5
Senses per lemma Senses per lemma

Figure 6: Polisemy in ELEXIS 2.0.

-
=]
-
G

necessarily fully explain them). Most inventories have median def-
inition lengths between six and ten words, suggesting a preference
for concise but informative sense descriptions. The standard devia-
tion values indicate varying levels of definition complexity, with Por-
tuguese and Spanish showing the greatest variability and containing
some exceptionally long definitions. Portuguese also has the highest
maximum definition length (407 words), while Spanish is the only in-
ventory containing a substantial number of empty definitions (260),
which may require additional curation before large-scale semantic an-
notation. Overall, the results highlight the heterogeneity of lexical
resources used within ELEXIS-WSD and illustrate one of the chal-
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lenges of harmonizing multilingual sense inventories for cross-lingual
word-sense annotation.

Table 1: Definition length statistics in the sense inventories used for

ELEXIS-WSD.
Lang Mean Median Std Min Max Empty
BG 7.7 70 5.3 1 69 0
DA 7.6 8.0 3.1 0 36 2
EN 8.8 8.0 5.3 1 61 0
ES 10.9 9.0 8.5 0 164 260
ET 6.8 6.0 3.8 1 29 0
HU 10.8 10.0 6.9 1 152 0
1T 9.2 8.0 6.6 1 52 0
NL 6.9 50 6.3 1 93 0
PT 11.3 10.0 9.5 1 407 0
SL 2.7 20 1.2 1 12 0
SR 7.7 70 4.6 1 67 0

5. Current State of ELEXIS-WSD 2.0

Figure 7 summarizes the current status of annotation layers
across all language subcorpora included in ELEXIS-WSD 2.0. The
figure provides an overview of both the original language subcorpora
inherited from previous versions of the corpus and the newly intro-
duced languages added within the UniDive project. Green cells indi-
cate annotation layers that have been completed, manually verified,
and incorporated into version 2.0, whereas orange cells denote anno-
tation activities that are currently in progress and are expected to be
finalized by the end of the UniDive project. These additional anno-
tations will be incorporated into future releases of ELEXIS-WSD.

The original version of the corpus (version 1.1) contained
subcorpora for ten languages and included sentence-level alignment,
tokenization, morphosyntactic annotation, and word-sense annota-
tion. Within UniDive, the resource has undergone substantial expan-
sion through the addition of eight new language subcorpora: Greek,
Croatian, Georgian, Macedonian, Polish, Romanian, Serbian, and
Ukrainian. As a result, the corpus now covers approximately 38,000
sentences and 620,000 tokens, representing an increase of about 80%
compared to the pre-UniDive version, which contained approximately
20,000 sentences and 345,000 tokens.
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Figure 7: Current State of ELEXIS-WSD version 2.0.

The figure also highlights the gradual and multi-layered na-
ture of the corpus extension process. Linguistic annotation layers,
including translation validation, tokenization, lemmatization, mor-
phosyntactic annotation, and dependency parsing, have been com-
pleted for most languages. More advanced semantic layers, such as
multiword expression annotation, named entity annotation and link-
ing, and word-sense annotation, remain at different stages of comple-
tion depending on the availability of linguistic resources and expert
annotators. In particular, Serbian currently represents the most ad-
vanced newly added subcorpus, including completed named entity
annotation and linking as well as an initial word-sense annotation
layer. Other languages are expected to reach comparable levels of
annotation in future project phases.

Overall, the current state of ELEXIS-WSD 2.0 demonstrates
both the scalability of the lexicon-corpus interface approach and the
feasibility of creating richly annotated multilingual resources through
coordinated international collaboration.

6. Conclusion

This paper presented EFLEXIS-WSD 2.0, a substantially ex-
tended version of the FLEXIS-WSD Parallel Sense-Annotated Cor-
pus (éibej et al., 2026), developed within Task 2.2 of UniDive Work-
ing Group 2. The new release significantly increases both the linguis-
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tic coverage and annotation depth of the resource through the ad-
dition of eight new language subcorpora and several new annotation
layers. As a result, the corpus has grown to approximately 38,000 sen-
tences and 620,000 tokens, making it one of the largest multilingual
sense-annotated resources currently available for lexical-semantic re-
search. The corpus is openly available under the CC BY-SA 4.0
license through the CLARIN.SI repository,” ensuring long-term ac-
cessibility and reuse by the research community.

Beyond the quantitative expansion, the project has demon-
strated the feasibility of combining linguistic and semantic annotation
layers within a unified lexicon-corpus interface. In addition to tok-
enization, lemmatization, morphosyntactic annotation, and parsing,
the corpus now incorporates multiword expression annotation, named
entity annotation and linking, and, for Serbian, a fully operational
workflow for word-sense annotation. These extensions substantially
increase the value of the resource for lexical semantics, word-sense
disambiguation, multilingual NLP, digital lexicography, and cross-
lingual studies.

Work on the corpus will continue throughout the remaining pe-
riod of UniDive and will provide an important foundation for future
activities within the forthcoming ELEXAI project (European Lexi-
cographic Infrastructure for Artificial Intelligence, 2026-2029). Par-
ticular attention will be devoted to completing and harmonizing the
remaining annotation layers across languages, with a special focus
on word-sense annotation and the development of high-quality sense
inventories. One of the major findings of the project is that the
availability of machine-readable, openly accessible lexical-semantic re-
sources remains a significant bottleneck for many languages. Several
participating languages either lack comprehensive sense inventories
altogether or rely on resources that are incomplete, outdated, or not
readily usable for corpus annotation.

Future work will therefore focus on both resource creation and
methodological innovation. In particular, we plan to investigate the
use of large language models for the semi-automatic generation of
missing senses and definitions, the enrichment of existing sense in-
ventories, and the automatic linking of senses across lexical resources
and languages. Additional research directions include supersense an-
notation, cross-lingual sense alignment, knowledge graph integration,

5 ELEXIS-WSD 2.0 at CLARIN.SI: http://hdl.handle.net/11356/2101
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and the development of Al-assisted lexicographic workflows. These
efforts will contribute not only to the further expansion of ELEXIS-
WSD, but also to the broader goal of building interoperable lexical-
semantic infrastructures capable of supporting next-generation mul-
tilingual language technologies.
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ELEXIS-WSD 2.0: Prosirenje interfejsa
izmedu leksikona i korpusa novim
jezicima i slojevima anotacije

Jaka (Vjibej7 Simon Krek, Carole Tiberius, Irina Lobzhanidze,
Verginica Barbu Mititelu, Jelena Kallas, Kertu Saul, Kadri
Muischnek, Karoliina Jogi, Ranka Stankovié¢, Cvetana Krstev,
Aleksandra Markovi¢, Milica Tkoni¢ Nesi¢, Ana Ostroski Anic,
Barttomiej Alberski, Vladimir Cvetkoski, Voula Giouli, Rusudan
Makhachashvili, Olha Kanishcheva

Sazetak

Paralelni korpus sa anotiranim znacenjima ELEXIS-WSD pred-
stavlja visejezicki resurs namenjen podrsci zadacima razresavanja znacenja
reci, leksicko-semantickim istrazivanjima i medujezickim analizama, povezi-
vanjem korpusnih primera sa leksickim resursima putem rucne anotacije
znacenja. U okviru COST akcije UniDive, Radna grupa 2 (WG2) bila
je posvecena proSirenju i unapredenju ovog resursa, sto je rezultovalo ob-
javljivanjem verzije ELEXIS-WSD 2.0 u aprilu 2026. godine. Nova verzija
znacajno prosiruje korpus uvodenjem osam novih jezika: rumunskog, grékog,
ukrajinskog, poljskog, makedonskog, gruzijskog, hrvatskog i srpskog, dok su
postojeéi potkorpusi za slovenacki, estonski i holandski dodatno obogaceni
novim slojevima anotacije.

Proces prosirenja obuhvatio je vise anotacionih slojeva. Novi jez-
icki potkorpusi nastali su automatskim prevodenjem 2.024 izvorne en-
gleske recenice, nakon cega su usledile ru¢na korekcija i validacija pre-
voda. Tekstovi su zatim tokenizovani, lematizovani, morfosintaksicki an-
otirani i sintaksicki parsirani, uz rucne ispravke gde su raspolozivi resursi
to omogucavali. Dodatni semanticki slojevi uklju¢uju anotaciju viseclanih
izraza prema smernicama PARSEME 2.0 i anotaciju imenovanih entiteta
povezanih sa bazom Wikidata. Srpski tim dao je znacajan doprinos kroz an-
otaciju i povezivanje imenovanih entiteta, kao i izradom prvog potkorpusa
sa anotiranim znacenjima primenom poluautomatskog postupka anotacije.

Kao rezultat, ELEXIS-WSD 2.0 sada obuhvata priblizno 38.000
recenica i 620.000 tokena, Sto predstavlja povecanje od oko 80% u odnosu
na verziju korpusa pre pocetka projekta UniDive. Korpus je javno dostupan
putem repozitorijuma CLARIN.SI i predstavlja znacajnu infrastrukturu za
visejezicka leksicko-semanticka istrazivanja. Buduéi rad bi¢e usmeren na
zavrSetak preostalih anotacionih slojeva, harmonizaciju anotacija izmedu
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jezika, proSirenje inventara znacenja i istrazivanje moguénosti primene ve-
likih jezickih modela za automatsko generisanje i povezivanje znacenja.

Kljuéne reci: ragreSavanje znacenja reci, paralelni korpus, seman-
ticka anotacija, imenovani entiteti, viseclani izrazi, leksicki resursi,
ELEXIS-WSD
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