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Amber Riaz

MORAL LEARNING
FOR THE WRETCHED OF THE EARTH

Abstract: According to the most plausible contemporary accounts, moral learn-
ing involves the “affective attunement of reasons” through experience. The re-
liability of our moral intuitions is partly a function of this attunement and the
environment in which it occurs. However, this account is incomplete regarding
the moral learning of epistemically non-ideal adult agents who were raised in
defective moral environments. Once immersed in healthy environments, such
agents develop conflicting intuitions and a sense that their original intuitions
have a faulty track record. This internal conflict and epistemic self-doubt con-
stitute a kind of moral learning for such agents; they also play a significant role
in developing moral understanding. “Wide reflective equilibrium” and its cousin,
“consistency reasoning,” are of limited to no use for them.

Key words: Moral intuitions; concept possession; affective attunement; dual pro-
cess; reinforcement learning; coherence; consistency; fragmented
mind

1. Introduction

Consider the following two cases.

- Hassan was raised in a morally healthy environment with zero
tolerance for social evils like sexism, racism, homophobia, and
discrimination against minorities or other species. Consequently,
it is no surprise that he navigates the social world with ease. Has-
san intuitively and reliably differentiates between morally appro-
priate and inappropriate responses. Although occasionally out of
his depth in unfamiliar situations, he quickly develops an accu-
rate understanding of the new social dynamic.
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- Conversely, Abdul was raised in a toxic moral environment that
thrived on patriarchy, misogyny, and other social ills. As a result,
his intuitive responses to moral situations are as unreliable as
Hassan’s are dependable. For instance, when Abdul judges an act
as right because it is a sign of respect and he might even cite some
relevant moral principles to explain his judgement, it is often, in
fact, an act of oppression.

Question 1. What does Hassan have that Abdul lacks?

Answer. Both Hassan and Abdul share some key thin and thick moral
concepts, such as “right”, “wrong’, “respect etc., and abstract moral prin-
ciples. However, Hassan is skillful in applying them, while Abdul is not.

Question 2. Can Abdul become like Hassan if he is immersed in Has-
san’s environment as an adult?

Answer. 1t is unlikely. Hassan’s moral development is the result of a
gradual affective attunement to moral reasons from an early age. This pro-
cess, on its own, is unlikely to be of much benefit to Abdul’s moral learn-
ing as an adult.

Question 3. What are Abdul’s options as an epistemically non-ideal
and morally fallible agent striving for moral improvement and learning?

Answer. His primary option is reflection, but not necessarily aiming
for a reflective equilibrium or simple consistency in reasoning.

The following sections explain these questions and answers.

2. Concept Possession

The idea that both Hassan and Abdul share at least some of the
same moral concepts is not philosophically innocent. It assumes a spe-
cific theory of concept possession, the JAZZ model of meaning on which
a speaker must satisfy two conditions to be competent with the meaning
of an evaluative term. “Coordinating Intentions: The individual speaker
must have a coordinating intention to use the term in a way that makes
best sense of the communal practice. Congruence: The individual speaker’s
initial understanding of the term must not diverge so radically from that
of others in the community as to undermine that coordinating intention”
(Schroeter and Schroeter 2009: 18). On this account, and what makes it
distinctive as compared to some other accounts, is that what’s required for
competence with a moral concept is being causally-historically connected
to your linguistic community. This is a weak or at least not a very intel-
lectually demanding view of concept possession. And it’s in sharp contrast
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to some of the more demanding positions that I am not sympathetic to,
such as moral functionalism and moral rationalism that require compe-
tent speakers to grasp certain canonical propositions (certain moral prin-
ciples) to qualify as competent (Jackson and Pettit 1995; Peacocke 2004).
Whilst almost every metaethical view assumes some very specific theory
of concept possession even if proponents don't make it explicit, nothing
too substantive in this paper hangs on my commitment to a weak theory
of moral concept possession. I merely highlight it at the outset as where
I might describe a subject like Abdul as acquiring or improving the skill
of concept application, a rationalist or functionalist might deny that the
subject has the relevant concept to begin with, and it would be a waste of
time for the reader to balk at that point.

Similarly, I also think that Hassan and Abdul can possess some of the
same abstract moral principles and rules but apply them very differently. A
key motivation for these ideas is that on a standard account of knowledge
of concepts and principles on which it is a priori, concepts and principles
do not come with a manual on how to apply them.! Instead, how to apply
them are additional and important skills that have to be learned in experi-
ence, where the notion of experience is to be understood very broadly as
involving direct real life experiences as well as reading different genres of
literature and non-literary writings, viewing artwork, watching films, the-
atre and so on. However, I am not going to defend these ideas here.

3. Contemporary Accounts of Moral Learning

The second question and answer draw attention to contemporary
accounts of moral learning. This section describes some of these devel-
opment before explaining my answers to the second and third questions
more fully in the following section. Cushman, Kumar, Railton (2017) pro-
vide a comprehensive summary of developments in accounts of moral
learning over the very recent past.? We have always known that some
kind of learning plays an indisputable role in our moral judgement; an-
thropological work on the diversity of morality across cultures is one piece
of evidence for that idea. Of course, traditionally, theories of moral judge-

1 Morality is not special in this way. As Aristotle points out, the fully skilled soldier will
have a theoretical understanding of strategy, but that understanding alone will be no
guide in the battlefield. In addition, he must also have a practical appreciation of the
risks involved, the potentials for acting, and the risks at stake (Nicomachean Ethics
106b23).

2 For detailed discussions of the views covered by Cushman, Kumar and Railton, see
the entries in Cognition 167 (2017).
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ment have appealed to an innate universal moral grammar or taste buds
to explain our moral judgements. But such theories are at best incomplete
as accounts of how moral intuitions are learned. Thanks to recent devel-
opments in reinforcement learning and Bayesian updating, current plausi-
ble accounts of moral learning have utilized the ideas of “model-free” and
“model-based” learning to account for patterns in our moral intuitions
and intuitive judgements.

Reinforcement learning and Bayesian updating are by their nature ex-
pectation-based. They involve the construction of models of the physical
and social world, and the models generate expectations that guide percep-
tion, thought and action. The model is updated as a result of prediction
or expectation error correction. Spatial navigation is the clearest example
of reinforcement learning. This is extensively studied in rodents, though
there is growing evidence that the same process is found in humans (Shea
2022: 3). Neuroimaging shows that the animal’s medial temporal lobe
takes various representations — from vision, touch, motion and head di-
rection - to form a cognitive map of the animal’s spatial environment. The
“perspectival and non-perspectival representations of space and place thus
generated guide navigation flexibly by dynamic updating”, and what’s most
fascinating, they can promote offline learning as well (Railton 2017: 174).
In particular, when the rodent sleeps, those representations are repeatedly
activated and “the trajectories simulated include directions of motion the
rat did not experience as well as those it did, and activation focuses espe-
cially in regions of the maze less frequently explored - a pattern typical of
a learner seeking to extract maximum information from a body of data ..”
(Railton 2017: 174). What’s more, the rodent constructs in these offline
simulations short-cut paths never taken before, thus enriching the map
further. The animal’s mental map constantly guides it as it navigates the
maze.

Evidence suggests that just as with spatial maps, “a cognitive map of
social properties was used to infer social relationships between individuals
... where the inferred relationships were not encountered during training,
and go beyond chains of associations”; in all these systems “[i]Jmagination
is a way of simulating new possibilities within a domain, allowing new
connections to be formed or novel categories to be represented” (Shea
2022: 3-4). There is also evidence that prediction or expectation error
correction signals in the brain track expectation violations for abstract
values, such as uncertainty and untrustworthiness, and not just concrete
ones, such as food and mating (Railton 2017: 176).

On Railton’s model-based account of moral learning assumed in this
paper, it is the result of domain-general learning capacities, rather than a
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dedicated moral module, and it involves the construction of models of the
physical and social world. This modeling, like spatial modeling, generates
expectations that guide thought and action and permit learning from dis-
crepancies with expectations, both online and, crucially, offline in simu-
lation or imagination. On Railton’s account of “the affective attunement
to reasons” as moral learning, the broad affective system is flexible, intel-
ligent (in a sense) and responsive to experience and constructs the afore-
mentioned causal and social models of the world as we navigate it.

Competing dual-process accounts of moral learning include those
defended by Greene and Haidt (2002) on which moral intuitions are au-
tomatic affective responses evolved because they fall under the kind gen-
erally useful to our ancestors. Any arguments we may give in defense of
those intuitions (such as in versions of the trolley problem) are post-hoc
rationalizations. In contrast, like Railton, Cushman (2012; 2013) has de-
veloped an account of moral learning in line with recent work on rein-
forcement learning, though, importantly, he defends a model-free account
rather than a model-based one. On model-free learning, prediction er-
ror correction builds “cached” expectation values for individual actions or
situation-action pairs rather than causal or evaluation models. Model-free
learning is demonstrated by everyday examples like unthinkingly taking
the same route on a drive one does as a matter of routine even when one
knows it is closed because of construction work. This paper assumes the
plausibility of a model-based account of moral learning and the next sec-
tion explains its limitations.

4. Intuitions are Stubborn, Coherence Is Overrated

Having described contemporary accounts of moral learning in the
previous section, I will now explain the second and third sets of questions
and answers above. Let me begin with Abdul’s story.

No Man Is An Island.

Act 1

Abdul is a typical male representative of the patriarchal society to
which he belongs. He discharges all the duties he associates with his so-
cial roles - that of a brother, son, father, officer - with a great sense of
responsibility and diligence, in accordance with, and out of respect for, the
baggage of values of his socio-economic class, but he is also racist, sexist,
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misogynistic and so on, in line with the prejudices and biases of the cul-
ture in which he was raised.

Through a series of accidents, Abdul lands a job in the administra-
tion of a generally egalitarian institution in an urban part of his city. The
institution evolved to be egalitarian because of the kind of people it at-
tracts as employees: though raised in the same culture as Abdul, may have
travelled widely, had more exposure to world cultures and so on. Thus,
to these colleagues of Abdul, whilst his patriarchal ways are familiar, they
aren’t their ways, and they are not to be encouraged or tolerated in others.
Most of his women colleagues confidently interact with men, and many
male members of it are feminist in theory and action. There are pockets of
conservative corners among his colleagues, and Abdul feels most at home
there, but eventually he finds himself out of his depth as the requirements
of his job make him venture out into the not-so-conservative circles.

Let me begin at the beginning. Excited about his new job, Abdul is
carrying on with his work merrily, ignorant of the moral mistakes com-
mon in a patriarchal society. He continues to misconstrue the norms of
his new workplace, fitting his colleagues in the usual stereotypes of his
society. For example, in his interaction with women at his new workplace
who are obviously “modern” (i.e., aligned with the supposedly looser mor-
al values) and, therefore, frivolous and up for grabs according to Abdul’s
stereotypes, he gets carried away in his crude ways such that his interac-
tion is on the borderline of sexual harassment, though of course he has
no realization at all about that fact. The women wince at his sexist jokes,
look away when he utters lewd remarks, fidget restlessly when he stares at
their bodies, or simply cut him short and walk away, yet initially Abdul
sees none of that body language for what it is. Abdul’s explanation of this
feedback - the women’s body language in his presence, the content, tone
and timing of their comments to him, and so on - is that the women are
playing hard-to-get in the game of flirtation that he imagines to be play-
ing with them; the course of action this conclusion recommends is that he
should persevere.

However, as his perseverance is met with an increasingly forceful
rejection by the women, slowly but surely Abdul discovers in himself a
nagging suspicion that this explanation in terms of playing hard-to-get
won't do. Confusion ensues. As time goes on — we are talking not just days
or weeks but much longer - the nagging suspicion turns intense, sharp,
biting, disposing him to notice how differently they interact with some
of their other male colleagues, that those interactions typically last much
longer than any he has had with the same women on similar subjects and
so on. The inadequacy of his explanation in terms of playing hard-to-get
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becomes most obvious when one data point shines: that the women walk
away from him in not quite the same way as someone in a game of flirta-
tion, but almost as if something in him repulsed them, and he knew he
didn’t have bad body odours - actually, he smelled quite nice.

As a coping strategy, Abdul starts copying the behaviour and conver-
sational style of those other men he so envies. Gradually, as the imitation
becomes better, his revised behaviour gets clear endorsement from the
same women who initially avoided him: they no longer walk away from
him abruptly. Naturally, this is a prudential gain for Abdul, and it is per-
ceived as such by him. He takes this to be an indication that he has suc-
ceeded in learning the social norms of his new workplace, and he contin-
ues to switch back to his vulgar and male chauvinistic ways in the familiar
contexts. It is as if Abdul is leading a double life.

Act I1.

However, as time goes on, Abdul watches the movies recommended
by his new colleagues, reads some of the books they recommend and so on.
Given this exposure, and as he has more practice at acting as he ought to
in his interactions with women, he tends to continue acting that way even
in the patriarchal contexts familiar to him, and whilst this results in losses
to him, prudentially speaking, it also leads to a new discovery. When he
consistently approaches some of his old acquaintances in those patriarchal
contexts with his revised behaviour, they show different combinations and
degrees of the following surprising reactions: a certain independence in
conducting their affairs, better performance at work, school, home, better
health, a general display of well-being of which he didn’t think they were
capable; there are certainly others, though, who incur prudential losses
on account of this change and thus react negatively to it. For example,
his very own daughter’s actions indicate she’s becoming more confident;
his wife becomes more enterprising, less frequently ill, whereas another
relative who is more needy, and manipulative and generally used to taking
advantage of patriarchy suffers some losses when Abdul stops indulging
her, and so on. None of the described changes always or even mostly work
to his advantage — for example, now his word is challenged ever more than
before, many of his old friends and relatives, men and women, become
hostile towards him, and so on. He notices these reactions and results over
a range of cases. Assuming that Abdul has a certain personality type, and
that he is not entirely and not always motivated just by selfish interest, his
experiences precipitate in a significant shift in his moral evaluations. Yet,
it is not at all a complete shift and not at all an easy achievement. Abdul
is cognizant of his past errors and, more importantly, of the fact that of-
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ten, even in the now familiar new contexts, his instincts misfire, as if his
old self were always lurking to express itself. The difference is that he is
now able to catch those instincts in the act, though sometimes, especially
in new and unfamiliar contexts, he has no competing intuitions to guide
him. What does he do in these situations? What is the best option for him?

The epigraph of Railton’s wonderful paper on moral learning, The Af-
fective Dog and Its Rational Tale, is the following quote from Shakespeare’s
Henry 1V:

Glendower: I can call spirits from the vasty deep.

Hotspur: Why, so can I, or so can any man; But will they come when
you do call for them?

I think the answer to Hotspur’s question with respect to someone like
Abdul is: “not always.” The “spirits”, the right ones, won't come when such a
subject calls. The spirits that do come are those stubborn ones entrenched
in the “vasty deep” that Abdul’s new experience does not penetrate. It’s
highly unlikely that Abdul will ever fully become like Hassan and Abdul’s
moral learning is going to look very different from that of Hassans.

Abdul is an epistemically non-ideal and morally unlucky agent; he is
what I will call below a WOTE, that is, a typical member of the wretch-
ed of the earth. Abdul is not unique, though he is also not representa-
tive of everyone who is non-ideal and unlucky in the way he is. For many
WOTEs who are immersed in morally healthy environments as adults
may still pick up what’s the morally correct evaluation of some situations
without worrying whether they have the relevant skill to evaluate unfa-
miliar, let alone novel, situations accordingly. Such a haphazard change
in moral evaluations may qualify as manifesting some degree of moral
learning, though not enough and not the kind that a reflective and con-
scientious agent like Abdul is after, and such a haphazard display of virtue
certainly doesn't resemble what Hassan naturally has. The transparency
to Abdul of his realization that he is a WOTE? is epistemically valuable
for his moral learning, or so I shall argue. Moreover, even if it is highly
unlikely that Abdul too will fully become like Hassan, he can still achieve
moral understanding, though his moral learning will look very different
from that of Hassans.

Why think that Abdul is unlikely to become like Hassan? In the previ-
ous section, we saw Railton’s affective attunement account of moral learn-

3 Naturally, the content of his knowledge doesn't have to feature “WOTE” or any very
sophisticated philosophical concepts.
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ing, an account of how the “spirits” are trained in experience: our skill at
moral evaluation gets calibrated and tuned by experience. It is a powerful
account of that attunement over the course of an individual’s life. But what
happens if the course changes and the individual switches environments?
Railton seems optimistic that “learning in desire” is always responsive to
experiential feedback, at least for normal agents. Yet, that idea sounds
counterintuitive compared to the common observation that the window
for desire to learn, the window for affective attunement, is not open for-
ever and that it in fact closes early on in life after which any change in it
will be slow and never deep or complete. This thought is supposed to be
preempted in the literature with the help of studies about the change in
implicit and explicit attitudes towards homosexuality in the USA over the
past few decades (Railton 2014; 2017; Kumar, Kodipady and Young 2023).
The key idea is that implicit and not just explicit attitudes have changed,
supposedly lending support to the idea that our broad affective system
can continue to learn new things. The main explanation of the change
given by Kumar, Kodipady and Young (2023) is “that many people have
discovered that a close friend, family member or admired individual is
gay, motivating them to identify the harm and discrimination faced by the
individual they know, and catalyzing moral consistency reasoning such
that they generalize the interpersonal insight to strangers” (p. 1392). But
given that observation, here is an alternative explanation of the change in
implicit attitudes: biased individuals’ intuitive responses to homosexuality
are the same as before, but they are now kept in check or outmaneuvered
by the competing desire not to let down or betray their gay friends or fam-
ily members. “What would they think!” one might wonder.

In any case, in the Westgate, Riskind, and Nosek (2015) study, one
of the main studies on implicit preferences that the authors refer to, the
change in explicit attitudes is double the change in implicit attitudes (26%
vs 13%), which is not an insignificant fact with respect to the idea that
there may be a sensitive window for developing these attitudes and past
that window, any changes in implicit attitudes may be at best very slow
and probably not deep. It is also noteworthy that the largest proportion of
that change in implicit bias in that study is accounted for by the younger
members of the population sample “who have lived their entire lives in
an atmosphere of more open recognition of sexual orientation” (Railton
2017: 180). In fact, Westgate, Riskind, and Nosek observe that the small-
est change in implicit preferences was observed in older adults (among
some other categories). So, whilst over all there has been a cultural shift in
implicit attitudes towards gay persons in the US, the story at the individ-
ual level is very different. There are also some psychological studies that
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support this point by highlighting the difficulty of completely overcom-
ing prejudices and biases (Devine 1989). Indeed, the phrase “catch them
young” might capture a deep psychological fact about us. This is not at all
to deny that in more recent work, Devine has been working on designing
interventions to reduce implicit biases, or that there are other studies that
suggest the possibility of significant success in achieving that reduction.
The point, instead, is that complete reversal of biases and prejudices in
a single adult is probably not possible. And even if it is, the transitional
period when one is getting there is, and should be, of interest with respect
to moral learning.

If our moral intuitions, like some non-moral intuitions, are shaped
early on in life by the kind of experiences we have, and thus not amenable
to significant or at least complete revision later in life, moral improvement
and understanding will need to recruit cognitive resources other than and
in addition to “the spirits” or affect. The thought is that a WOTE would
need to watch their moral intuitions and rely on reasoning and reflection
much more than a morally lucky agent like Hassan. But wait: doesn’t ev-
eryone grant the importance of reasoning and reflection in thinking about
moral and non-moral matters. Does the current proposal make the ba-
nal point that there is just a (great?) difference in the degree to which a
WOTE and a Hassan-like agent needs to rely on in moral deliberation?
Not really. Instead, the thought is that a WOTE’ reliance on reasoning
and reflection is not the usual kind discussed in moral philosophy, i.e.,
reasoning aimed at reaching Rawls “wide reflective equilibrium” (RE) or
its cousin “consistency reasoning” (CR) (Campbell and Kumar 2012). For
a non-ideal epistemic and moral agent like a WOTE, RE and CR are likely
to have limited use at best. Let me explain why.

According to RE, Abdul should identify and weed out his bad back-
ground beliefs because these are not “considered judgements” i.e., “those
judgments in which our moral capacities are least likely to be displayed
without distortion” (Rawls 1971: 47). Abdul should then check whether
the content of a new moral intuition coheres with his considered judg-
ments, retain it if it does, discard it if it does not. Note, however, that
considered judgments exist “at all levels of generality, from those about
particular situations and institutions up through broad standards and
first principles to formal and abstract conditions on moral conceptions”
(Rawls 1974: 8). Taking, first, a considered judgement to be a general and
abstract moral principle to see whether a particular new moral intuition
coheres with it isn’t going to help Abdul because he lacks the skill needed
to apply abstract principles. Taking a particular moral judgment as the
considered judgment will also have limited use given that most particu-
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lar judgements are, by their nature, context or situation specific. And Ab-
dul is bound to find himself in unfamiliar and novel situations. This also
highlights what is problematic about CR. CR is the view that reasoning
brings about moral change not primarily through the application of prin-
ciples, but instead through the identification of conflicts between particu-
lar judgements about similar cases making the agent want to revise them
to achieve consistency. But, to repeat, particular judgements may be too
situation specific. What’s more, the crucial step of judging whether two
cases are similar might not always be as simple or unproblematic as it is
made to sound. So, what is a plausible account of Abdul’s moral change
and learning?

The notion of a fragmented mind has recently been gaining overdue
attention in philosophy (Egan 2008; Borgoni, Kinderman; Onofri 2021).
The idea is that traditionally in philosophy, agents are represented as hav-
ing a single corpus of beliefs which is both consistent and deductively
closed and guides all their actions all the time. Instead, the systems of
beliefs we in fact have are fragmented. Each belief system is consistent
and closed under entailment, but all the systems together need not form a
consistent and closed system. It is easiest to describe the key idea in terms
of belief systems, but that is just a template for other attitudes, such as
knowledge, desire/affect and so on.

Egan (2008) argues that fragmentation is not to be lamented. For a
non-ideal agent with a faulty belief forming or a faulty evaluative mech-
anism, it may be good to be fragmented. “The problem to which frag-
mentation is a good response is the problem of having the deliverances of
some unreliable system fed directly into a system of beliefs that then loses
the ability to criticize and discard the faulty input. It’s ... bad to be unable
to use one’s knowledge that one’s evaluative mechanisms are unreliable ..”
(2008: 61). Hence the importance of Abdul’s epistemic self-doubt in his
moral learning. Of course, just having inconsistent fragments is not on its
own going to be enough to assess a faulty one. What’s crucial is whether
and how the good fragment gets activated, how the faulty and the good
fragments interact and so on.

In No Man Is An Island, Abdul is constantly relying on certain heuris-
tics. Once he realizes that his original, WOTE moral sensibility is faulty,
whenever he has to morally evaluate a situation involving women, he
thinks of a stereotypical WOTE - a type of person he doesn't think he
should be - and a Hassan-like, Aristotelian agent — someone he would like
to be — and imagines how each of them would evaluate the situation. If his
intuitions about the case sit more comfortably with those of the stereo-
typical WOTE in his imagination, he dismisses them. Even as, with great-
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er experience, Abdul gets affectively better attuned to reasons, he always
double checks his intuitive judgments by employing the same heuristics.
When his new sensibility draws a blank about a particular case, he imag-
ines the (or the range of) deliverances of his WOTE sensibility, and simply
resolves to set those aside because he now knows they are wrong. Thus,
Abdul’s moral learning relies significantly on his epistemic self-doubt and
internal conflict that enable him to access and compare the different frag-
ments of his beliefs, desires and memories.

This is, undoubtedly, an extremely sketchy or preliminary account of
the view I have in mind. And it is most certainly a crude characteriza-
tion of fragmentation. The small amount of literature on fragmentation
contains an even smaller discussion of moral attitudes, like implicit biases
(see Borgoni, Kirkman, Onofri 2021; Greco 2015; Yalcin (2021). The stan-
dard examples concern agents whose behaviour is best explained by their
implicit biases, such as that women are less intelligent than men, when
their explicit beliefs are egalitarian. Questions arise as to whether we need
to invoke fragmentation at all in these contexts to explain the clash in the
attitudes of biased agents (see, for example, Toribio 2021; Kinderman and
Onofri 2021: 30) even if fragmentation may be plausible for belief states.
This is not the place to examine the case against the idea that fragmenta-
tion explains the clash of implicit vs explicit attitudes in general. Perhaps
it will turn out that the case is plausible. But my assessment so far is that
it isn't at least for cases like No Man Is An Island which is a special sort
of case not considered in the relevant literature on fragmentation. A bad
environment early on in life can deeply damage certain cognitive or psy-
chological capacities and the damage may be irreparable just as stunted
physical growth due to poor nutrition in childhood cannot be reversed
by consuming food fit for royalty later in life. (If Abdul is not so badly
damaged, he just might become like Hassan one day, there is still the tran-
sitional period to go through.) Once immersed in healthier moral envi-
ronments as adults, internal conflict between intuitions generated by com-
peting sensibilities is not a matter of implicit vs explicit attitudes. In the
best case scenario, the same situational features trigger or give the agent
access to all (both) the competing sensibilities — what I have called frag-
ments — and it is by comparing their workings that the agent settles on
which on intuition is more reliable. The comparison (and the epistemic
self-doubt that makes it possible) plays a key role in Abdul’s moral learn-
ing, and that's why remaining fragmented is good for him. It may sound
crazy to traditional moral epistemologists that fragmentation of mind
sometimes plays such an instrumental role in moral learning and thus
needs to be guarded, but “though this be madness, yet there is method in



Moral Learning for the Wretched of the Earth | 203

it”%. This picture does not at all rely on the Cartesian assumption of the lu-
minosity of the mental, but just that a WOTE needs to rely on introspec-
tion in situations where a moral judgement is to be made, that they simply
need to put themselves on the proverbial Freudian couch when matters of
value make a claim on their attention.

Conclusion

It is a standard assumption in philosophy that the more consistent
and coherent an agent is, the better for them. However, this idea relies
on the assumption that we are all ideal rational agents lucky enough to
be in a healthy moral environment. The most plausible account of moral
learning today identifies mechanisms that do not differentiate among dit-
ferent kinds of environment one is in: we can become affectively attuned
to whatever are taken to be reasons in the environment. But “learning” is
a success term. How does one gain moral knowledge or understanding
if one is, for example, a WOTE raised in a defective moral environment?
Retraining the broad affective system is very hard beyond a certain age.
This paper has argued that a conscientious moral agent like Abdul, who
is also fortunate enough to realize that their moral environment is defec-
tive, can make good use of their epistemic self-doubt and internal tension
generated by conflicting intuitions to marshal cognitive resources other
than affect, and capitalize on the fragmentation of his mind, to gain moral
understanding.
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